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This international workshop is affiliated with the 25th International Joint Conference
on Artificial Intelligence (IJCAI-2016, http ://ijcai-16.org) and will take place in New
York, USA, July 11th, 2016 at New York Hilton Midtown, (Hudson room, floor 4).
1335 Avenue of the Americas. New York.
Workshop description The aim of this workshop is to bridge knowledge representation
and reasoning in artificial intelligence and web of knowledge communities in order to
encourage the emergence of new solutions for reasoning with lightweight ontologies. The
workshop focuses on languages and techniques that allow for :
- Query answering while taking ontologies into account.
- Non monotonic reasoning for inconsistency handling and exception handling and
expressing default negations in ontologies.
Concerning the first point, a challenging issue is how to adapt or extend Answer Set
Programming to represent ontological knowledge. In particular, can (a fragment of) ASP
cover lightweight ontological languages while keeping decidability and efficiency ?
Concerning the second point, a challenging issue is how to extend lightweight ontological
languages with non-monotonic features, while keeping a good computational complexity.
In particular,
i) how to embed exceptions-based and inconsistency tolerant-based reasoning in a
tractable ontological language ?
ii) how to integrate uncertainty information in lightweight ontological languages ?
iii) how to define merging operations where both inputs and outputs are in lightweight
ontological languages ?
This workshop receives support from ANR (French National Research Agency), ASPIQ
project reference ANR-12-BS02-0003. (http ://www.agence-nationale-recherche.fr/)
Topics Topics of interest include but are not limited to :
— Reasoning with lightweight ontologies
— Reasoning with tractable fragments of OWL languages
— Belief change & tractable Description logics
— Reasoning on the web of data
— Ontology-based data-access
— Ontological query answering
— Belief change & ASP
— Datalog + & existential rules
— ASP & Description logics
— ASP & Uncertainty
— First order ASP
— Rulelog
The workshop is expected to bring together people from different research communities
that are actively pursuing this line of research.
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From Logical Query Rewriting to Plan Selection for
Ontology-Based Query Answering
Michaël Thomazo.
INRIA. FRANCE
michael.thomazo@inria.fr
June 21, 2016
Abstract
The last decade has seen a lot of research effort on ontology based query
answering, which is the problem of querying data using the terms of an ontology.
This is a key functionality in the seamless semantic interrogation of a knowledge
base. A popular approach towards practical algorithms is the so-called rewriting
approach, where the original query is rewritten using the ontology. The ontology
can then be discarded, and the rewriting directly evaluated on the underlying
database.
In this talk, we will present the two main challenges inherent to this approach.
First, the computation of the logical rewriting is complex. We will provide the
key ideas behind the main algorithms. Second, the rewritten queries are of a form
for which traditional database systems have not been optimized for: this raises
new challenges for query optimization, which need to be solved to get practical
semantic querying.
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Abstract
We present a new metric temporal logic HornMTL over dense
time and its datalog extension datalogMTL. The use of
datalogMTL is demonstrated in the context of ontology-based
data access over meteorological data. We show decidability of answering ontology-mediated queries for a practically
relevant non-recursive fragment of datalogMTL. Finally, we
discuss directions of the future work, including the potential
use-cases in analyzing log data of engines and devices.

Introduction
The aim of ontology-based data access (OBDA) (Poggi et
al. 2008) is, on one hand, to represent the information from
various heterogeneous data sources in a unified and conceptually transparent way by means of mappings. On the other
hand, the ontology language allows one to define concepts
in terms of other concepts, and thereby represent frequently
used query patterns as reusable concepts. The end-user, in
that case, can obtain the required information by means of
simple conceptual queries and is not required to know neither the structure of the source data nor the definitions of the
concepts he is using.
Due to up-to-date requirements of industry (see, e.g.,
(Kharlamov et al. 2014)) the OBDA approach is being actively adopted in the context of the temporal data of streams
and logs. Initially, only the classical non-temporal ontology languages were considered to mediate the access
to temporal data (Gutiérrez-Basulto and Klarman 2012;
Özcep et al. 2013; Baader, Borgwardt, and Lippmann 2013;
Klarman and Meyer 2014). Later, the ontology languages
with temporalized concepts were studied in this context (Artale et al. 2015; Kontchakov et al. 2016; Basulto, Jung, and
Kontchakov 2016). Such concepts are defined by means of
linear temporal logic (LTL); for example, the axiom
Hurricane ← HurricaneForceWind ∧

X− HurricaneForceWind

defines a hurricane as hurricane force wind lasting for 1 hour
(X− is the previous time LTL operator). One easily notices
that this definition works only if the temporal data arrives
strictly in hourly periods, such as 13:21, 14:21, etc. If
these periods are smaller and have a fixed length, the definition above can still be adjusted by using the conjunction

of the form HFW ∧ X− HFW ∧ X− X− HFW ∧ . . . . However, first, having the data with fixed-period timestamps is
not always a realistic assumption, and, second, doing the
adjustment above contradicts the OBDA philosophy, where
the ontology user is not required to have knowledge of the
structure of the data sources. Therefore, the following definition would be more natural
Hurricane ← 61h
>0 HurricaneForceWind,

where 61h
>0 is a metric temporal operator during the previous hour. The logic required to express such statements
is a kind of metric temporal logic or modal logic of metric spaces; see (Koymans 1990; Kurucz, Wolter, and Zakharyaschev 2005) for surveys and further references.
In this paper, we introduce a metric temporal logic
HornMTL with the operator d
e , where  is either > or
> (and similarly for ) and e, d are time distances, its fud
d
ture analogue d
e , as well as their duals e and e . We
interpret this logic over a dense temporal domain. The reason for not considering a discrete domain is that we want
to abstract from the granularities of time (periods of timestamps) in the data sources. In our logic, we allow the statements of the form P @ι, where ι is an interval specified by a
pair of time instants, to represent the conceptualized temporal data. The meaning of, say, P @(t1 , t2 ] is that P holds at
all times t between t1 (not including it) and t2 (including it).
We assume that we can convert data from any source with
timestamped tuples to this format by means of mappings.
For example, if a source contains the information of temperature measurements taken every hour, such as 13:21: -1◦ C,
14:21: 2◦ C, 15:21: -1◦ C, etc., we can conceptualize them
as the statements PositiveTemp@(13:21, 14:21], etc. Note
that whether to include the ends of intervals or not, as well as
whether to consider 2◦ C to be the case in the hour preceding
or following 14:21, is the choice of the mapping designer.
We then extend HornMTL to datalogMTL that also allows
for standard Datalog reasoning about objects of the application domain (weather stations, cities, sensors, etc.).
We present a few preliminary results on datalogMTL.
First, we describe a use-case of OBDA over meteorological data with SQL mappings to a large real-world weather
database and datalogMTL as an ontology language. Second, we develop an ontology-mediated query answering
algorithm for a non-recursive fragment datalogMTL2
nr of

datalogMTL. Finally, we report some preliminary evaluation results showing the feasibility of our approach.

HornMTL and datalogMTL

Syntax. We consider a propositional temporal logic
HornMTL with the set of propositional variables P0 , P1 , . . .
over the temporal domain T isomorphic to (R, 6) with 0 and
arithmetic operations +, −. That is, we assume dense time.
Let int(T) be the set of (non-empty) intervals on T, which
are of the form [t1 , t2 ], [t1 , t2 ), (t1 , t2 ], and (t1 , t2 ), where
ti ∈ T∪{−∞, ∞}, h is either ( or [, and i is either ) or ]. (We
do not distinguish between the intervals ht1 , ∞] and ht1 , ∞),
consider h∞, ∞i to be empty, and analogously for −∞. We
also assume that ≤ is defined on T ∪ {−∞, ∞} and +, −
are defined on pairs of elements from T and {−∞, ∞}, in
a standard way.) Define a data instance D as a non-empty
finite set of data assertions (or facts) of the form:
Pi @ι,
where Pi is a propositional variable and ι ∈ int(T).
We use the temporal operators of the form:
– d
e (always between e and d in the future),
–
–

d
e (always between e and d in the past),
d
e (sometime between e and d in the future),
d
e (sometime between e and d in the past),

–
where  is either < or 6, e, d are distances, that is, positive
elements of T, and  is either > or >. Thus, e.g., <d
>e
expresses ‘always between e and d in the future including e
and excluding d’ and similarly for the other operators. We
also impose the following consistency requirement on every
operator Od
e (henceforth we assume O ∈ {, , , },
2 ∈ {, }, and 3 ∈ { , }):
– there exists t ∈ T such that t  e and t  d.
Propositional literals are defined by the following grammar:
λ ::= Pi | Od
e λ.
An ontology, O, is a finite set of axioms of the form:
λ ← λ1 ∧ · · · ∧ λk ,
⊥ ← λ1 ∧ · · · ∧ λk .
(1)
A knowledge base (KB) is a pair (O, D).
Semantics. Consider an interpretation M = (T, ·M ) such
that PiM ⊆ T for each propositional variable Pi and write
M, t |= Pi when t ∈ PiM for t ∈ T. As usual, it is assumed
that M, t 6|= ⊥ for all t ∈ T. We extend the definition of |=
to λ as follows:
M, t |= d
M, t0 |= λ for all t0 such that
e λ iff
M, t |=

d
e λ

M, t |=

d
e λ

M, t |=

d
e λ

iff
iff
iff

t0 − t  e and t0 − t  d, (2)

M, t0 |= λ for all t0 such that

t − t0  e and t − t0  d, (3)

M, t0 |= λ for some t0 such that

t0 − t  e and t0 − t  d, (4)

M, t0 |= λ for some t0 such that

t − t0  e and t − t0  d. (5)

We say that M satisfies a data assertion P @ι if M, t |= P
for all t ∈ ι. We say that M satisfies an ontology axiom λ ←
λ1 ∧· · ·∧λk (respectively, ⊥ ← λ1 ∧· · ·∧λk ), if M, t |= λi ,
for all i = 1, . . . , k, imply M, t |= λ (resp., M, t |= ⊥), for
every t ∈ T. Thus, the ontology axioms are global. We
say that M satisfies a data instance D (resp., ontology O)
if it satisfies each statement in it. Finally, we say that M
satisfies a knowledge base (O, D) and write M |= (O, D) if
M satisfies both O and D.
Our main reasoning problem is query answering. Define
an atomic query (AQ) as an expression P @δ, where P is
a proposition and δ is an interval variable. An ontology
O and an AQ P @δ constitute an ontology-mediated query
(OMQ) Q(δ) = (O, P @δ). A certain answer to Q(δ) over
D is any interval ι ∈ int(T) such that M |= (O, D) implies
M, t |= P for all t ∈ ι.
HornMTL2 fragment. We consider one important fragment HornMTL2 of HornMTL, where the operators d
e
and d
e are disallowed in the heads of the rules. Note that
each HornMTL2 KB can be converted to KB that has d
e
and d
e operators only, and the original KB is a conservative extension of it. For example, an axiom R ← P ∧ d
e Q
can be replaced by the pair of axioms R ← P ∧ Q0 and
0
d
e Q ← Q. Finally, we consider a non-recursive frag2
ment HornMTL2
nr of HornMTL by adopting the simplest
definition of non-recursivivity: consider the relation ≺ on
the symbols of O defined as P ≺ Q iff there is an axiom
in O, where P occurs in the head and Q in the body (P depends on Q). We require that P ≺∗ P for no symbol P in
O, where ≺∗ is a transitive closure of ≺.
datalogMTL. Consider the predicate symbols P0 , P1 , . . . ,
each of some arity m ≥ 0, and a set of object variables x0 , x1 , . . . . Data instances D here contain assertions
P (c)@ι, where P is an m-ary predicate symbol, c an mtuple of individual constants, and ι ∈ int(T). This assertion
says that P (c) is true at ι. We denote by ind(D) the set of
all individual constants in D. An ontology O is a finite set
of axioms of the form (1) with the literals λ defined by the
grammar:
λ ::= (τ 6= τ 0 ) | (τ = τ 0 ) | P (x) | Od
e λ,
where P is a predicate symbol of arity m, x is a vector of
m variables, and τ, τ 0 are individual terms, i.e., variables or
constants. We also impose other standard datalog restrictions on our programs, and forbid (in)equality predicates
in the heads. We call the predicates occurring in D extensional and those occurring in the head of the axioms of O
intentional. An interpretation, M, is based on the domain
∆ = ind(D) (for the individual variables and constants) and
T. For any m-ary predicate P , m-tuple c from ∆ and t ∈ T,
M specifies whether P is true on c at t, in which case we
write M, t |= P (c). Let ν be an assignment of elements of
∆ to individual terms (we adopt the standard name assump-

tion: ν(c) = c, for every individual constant c). We set:
M, t |=ν τ 6= τ 0 iff ν(x0 ) 6= ν(x1 ),

M, t |=ν τ = τ 0 iff ν(x0 ) = ν(x1 ),
M, t |=ν P (x) iff M, t |=ν P (ν(x)),

and use inductively the formulas (2)–(5) with |=ν instead
of |= for the cases Od
e λ. We say M satisfies an ontology
axiom λ ← λ1 ∧ · · · ∧ λk (respectively, ⊥ ← λ1 ∧ · · · ∧ λk ),
if M, t |=ν λi for each i implies M, t |=ν λ (resp., M, t |=ν
⊥), for every t ∈ T and assignment ν. Finally, M satisfies
a data assertion P (c)@ι if M, t |= P (c) for each t ∈ ι, and
M |= (O, D) is defined straightforwardly.
AQs are defined as P (x)@δ, where P is a predicate symbol of arity m, and δ is an interval variable. An ontologymediated query is defined Q(x, δ) = (O, P (x)@δ). A
certain answer to Q(x, δ) over D is any pair (c, ι), such
that c = ν(x) for some ν, and M |= (O, D) implies
M, t |= P (c) for all t ∈ ι.
Note that HornMTL is a fragment of datalogMTL (where
all predicates have arity 0). We also consider the fragments datalogMTL2 and datalogMTL2
nr defined with the
same syntactic restrictions as HornMTL2 and HornMTL2
nr .

Weather Use Case
Our OBDA approach can be used to analyze meteorological
data through ontology-mediated queries. The MesoWest1
project makes publicly available historical records of the
weather stations across the US. This data is available in the
relational tables Weather containing the following fields:
ID. Station ID. Example: KHYS.
TIME. Timestamp. Example: 11-11-2015 8:55 CST.
TMP. Temperature. Example: 15.6◦ C.
SKNT. Wind Speed. Example: 9.2 km/h.
P01I. Precipitation in 1 hour. Example: 0.09 cm.
Moreover, there are metadata tables Metadata containing,
in particular, location information of stations in the fields:
ID. Station ID. Example: KHYS.
COUNTY. Example: Ellis.
STATE. Example: Kansas.
We can conceptualize this raw data by means of the SQL
mappings. For example, to extract the data for the extensional predicate Precipitation(x)@ht1 , t2 i (with the meaning precipitation occurs at x during ht1 , t2 i), we can use the
following SQL query:
SELECT ID AS x,
lag(TIME) over (partition
by ID order by TIME) AS t1 ,
TIME AS t2 , "(" AS h, "]" AS i
FROM Weather
WHERE P01I > lag(P01l)
over(partition by ID order by TIME)
1

http://mesowest.utah.edu/

That is, we extract the intervals of the shape (t1 , t2 ], where
t1 and t2 are the two next timestamps for a given station. The
ends of the interval are chosen to reflect the fact that, e.g.,
the precipitation is measured accumulatively and the device
produces the output in the end of the measurement interval.
Analogously to Precipitation, we populate by the data the
other extensional predicates, such as PositiveTemp (temperature well above 0◦ C), HurricaneForceWind (wind with the
speed above 118 km/h), TempAbove24 and TempAbove41
(temperature above 24 and 41◦ C).
Consider the ontology containing the axioms:
Rain(x) ← PositiveTemp(x) ∧ Precipitation(x),

61h
61h
>0 Hurricane(x) ←
>0 HurricaneForceWind(x),
624h
624h
>0 ExcessiveHeat(x) ←
>0 TempAbove24(x)∧
624h
>0 TempAbove41(x),

The second axiom is already discussed in the introduction
(here we use a slightly modified version to say that hurricane holds also at the time point, when the hurricane force
wind begins), whereas the last axiom formalizes the definition of the situation when an excessive heat warning should
be issued according to the US Weather Forecast Offices (24
hours with the minimal temperature above 24◦ C and the
maximal above 41◦ C).
We can also populate the binary predicate
LocationOf(x, y)@ht1 , t2 i by using:
SELECT COUNTY AS x, ID AS y,
−∞ AS t1 , ∞ AS t2 , "(" AS h, ")" AS i
FROM Metadata

Note that we assume that LocationOf holds between a
county and a station globally. It is now possible to define:
HurricaneAffectedCounty(x) ←
LocationOf(x, y) ∧ Hurricane(y),
SpreadRainCounty(x) ← LocationOf(x, y)∧
LocationOf(x, z) ∧ (y 6= z) ∧ Rain(y) ∧ Rain(z).

Query Answering in datalogMTL2
nr

In this section we first present an algorithm for computing
certain answers to an HornMTL2
nr OMQ Q(δ) = (O, P @δ)
over D.
Normal form for HornMTL2
nr . Our procedure works on
the ontology O containing only the clauses of the shape:
P ← Q ∧ R, ⊥ ← Q ∧ R,
d
e P ← Q,
P ←

d
e Q,

d
e

P ←

P ← Q,
d
e Q

It is an easy exercise to verify that every HornMTL2
nr can
be brought to the normal form by performing the following
operations:
– Substitute the axioms of the shape λ ← λ1 ∧ · · · ∧ λk for
k ≥ 3 by k − 1 axioms with binary conjunctions using
fresh symbols. Analogously for the axioms with ⊥ in the
head.

– Remove 3d
e λ literals in the body of the axioms as
sketched in Preliminaries.
– Remove the nested modalities 2d
e λ by substituting them
for 2d
e Pλ , for a fresh symbols Pλ , and adding:
– Pλ ← λ, if 2d
e λ occurred in the body of the axiom,
– λ ← Pλ , if 2d
e λ occurred in the head of the axiom.
– Remove the axioms of the shape λ0 ← λ1 ∧ λ2 , if λi =
2d
e P for some 0 ≤ i ≤ 2, as described in the previous
step. Analogously for the axioms with ⊥ in the head.
It can be readily verified that the resulting ontology in the
normal form is in HornMTL2
nr .
Algorithm. We first assume that the facts of D are stored
in the tables of the shape Pi∗ (t1 , t2 , h, i), where t1 , t2 ∈ T,
h is either ( or [, and i is either ) or ]. E.g., for D =
{Pi @(t1 , t2 ], Pi @[t01 , t02 ]} we produce
the table Pi∗ with two

0 0
tuples { t1 , t2 , (, ] , t1 , t2 , [, ] }. Consider an intentional
symbol P and assume that for all Q such that P ≺ Q the
tables Q∗ are computed. Consider now the cases:
P ← Q ∧ R. Then P ∗ is computed as the minimal table
satisfying the condition:


Q∗ t1 ,t2 , h, i ∧ R∗ t01 , t02 , h0 , i0 ∧


ints t1 , t2 , h, i, t01 , t02 , h0 , i0 → P ∗ t001 , t002 , h00 , i00 ,

where ints(t1 , t2 , h, i, t01 , t02 , h0 , i0 ) is > if ht1 , t2 i ∩
h0 t01 , t02 i0 6= ∅ (the intervals intersect), otherwise it is ⊥, and
h00 t001 , t002 i00 = ht1 , t2 i ∩ h0 t01 , t02 i0 (the result of the intersection). Note that P ∗ is computed as a temporal join (Gao et
al. 2005) of Q∗ and R∗ . We also create a table ⊥∗ for the
axioms ⊥ ← Q ∧ R.
∗
 d
e P ← Q. Then P is computed as a minimal table
satisfying:



Q∗ t1 , t2 , h, i → P ∗ t1 + e, t2 + d, ed h,  , ed i, 

where the edge function ed(h, ) returns [, if h is [ and 
is >, and (, otherwise. Then ed(i, ) is defined symmetrically. For example, if Q∗ = { t1 , t2 , (, ] } and the axiom is

∗
<d
>e P ← Q, then P = { t1 + e, t2 + d, (, ) }. The axiom
d
e P ← Q is handled analogously.

∗
P ←  d
eQ. Consider the following example: let Q =
<d
{ t1 , t2 , (, ] , t2 , t3 , (, ) } and the axiom P ← >e Q such
that d−e < t3 −t1 . Then, according to the semantics, P ∗ =
{ t1 − e, t3 − d, (, ] }. In order to compute P ∗ correctly we
need to consider the concatenation of the intervals (t1 , t2 ]
and (t2 , t3 ). To compute P ∗ in general we first produce a
closure Q0 of Q∗ as the minimal table satisfying:


Q∗ t1 , t2 , h, i → Q0 t1 , t2 , h, i ,


Q∗ t1 , t2 , h, i ∧ Q0 t01 , t02 , h0 , i0 ∧ (t02 ≤ t2 )∧


ints t1 , t2 , h, i, t01 , t02 ,h0 , i0 → Q0 t01 , t2 , h0 , i .

After that P ∗ can be obtained by:


Q0 t1 , t2 , h, i ∧ fit t1 , t2 , h, i, e, d, ,  →


P ∗ t1 − e, t2 − d, de h,  , de i,  ,


where fit t1 , t2 , h, i, e, d, ,  is >, if there exists t ∈ T
such that {t + t0 | t0  e and t0  d} ⊆ ht1 , t2 i, and
⊥ otherwise. Essentially, fit holds if the segment {t0 |
t0  e and t0  d} can be shifted so that it fits inside ht1 , t2 i.
Finally, another edge function de is needed to
 compute the
ends of the resulting interval. Here de h,  is [, if either
h is ( and  is >, or h is [ and  is >; otherwise de h, 
is (. The definition of de i,  is symmetric. The axiom
d
e P ← Q is handled analogously. Observe that the computation of Q0 requires recursion.
Clearly, when P occurs in the head of several axioms, the
table P ∗ is taken equal to the union of the tables computed
above. In fact, for every symbol P in O the algorithm computes P ∗ that, for a consistent KB (O, D), satisfies:
• for every t ∈ T, there exists a certain answer ι to OMQ
Q(δ) = (O, P @δ)
 over D such that t ∈ ι iff there exists
a tuple t1 , t2 , h, i in P ∗ such that t ∈ ht1 , t2 i.

This correctness follows directly from the semantics of
∗
HornMTL2
nr . Then, if the table ⊥ is empty, as an output
of the OMQ Q(δ) = (O, G@δ) over D we produce the
table G∗ (otherwise,
we return G∗ with one special tuple

−∞, ∞, (, ) as (O, D) is inconsistent). Clearly, the correctness above guarantees that G∗ represents the set of all
certain answers.
One can extend the approach presented above to OMQ answering in datalogMTL2
nr . Indeed, it is possible to convert
an arbitrary datalogMTL2
nr ontology to the one in the normal
form similar to that used above. The tables P ∗ need to contain the tuples of the shape c1 , . . . , cm , t1 , t2 , h, i , where
m is the arity of P . The rules for processing the temporal
axioms essentially remain the same. The rules for computing the conjunctions (joins) need to be adjusted to correctly
handle the individual arguments of the predicates.

Discussion and Future Work
Initial Experiments. We made experiments to evaluate the performance of the proposed algorithm on the
Hurricane(x)@δ and ExcessiveHeat(x)@δ OMQs with the
ontology from the weather use case. We implemented the algorithm of the previous section, for a given OMQ, as an SQL
query using WITH clause and the RECURSIVE operator.
That is, the intermediate tables of the algorithm are defined
as a sequence of virtual SQL tables. The configuration of
the computer that was used for the experiments is Intel Core
i5 @ 2.7 GHz, 8 GB RAM with 1867 MHz DDR3 and OS X
El Capitan operating system in version 10.11.4. The weather
data is stored in 64 bit PostgreSQL version 9.4.5. We ran the
queries over a table including 140 881 rows. It took 3 199
ms for Hurricane and 481 876 ms for ExcessiveHeat to retrieve the results. We interpret this outcome as a positive
indication of the feasibility of our approach: even a straightforward implementation appears to work. We foresee the
following three directions of the future work:
New Use Cases. Our language is capable of expressing
complex patterns of events that are of interest for such pur-

poses as diagnostics of engines or devices. The axiom
<15min
IntermRPM∧
>0
625min
>15min RunningRPM,

SmoothShutDown ← IdleRPM∧

for instance, describes the event of smooth shutdown of an
engine as being in an idle state after having intermediate
speed (RpM) for 15 minutes and having a running speed before that (not further than 25 minutes). The axiom:
ConsHighVibration ←

650sec 610sec
HighVibration
>0
>0

describes consistent high vibration as high vibration occurring every 10 seconds during a minute. Our OBDA approach
seems to be able to capture many industrial use-cases. In the
future, we plan to investigate such potential applications.
Open Theoretical Problems. At the moment, we do not
know whether OMQ answering in HornMTL is decidable. In fact, this question is open even for the fragment
HornMTL2 . We plan to obtain complexity results for those
languages, and we are particularly interested in data complexity (that is, the complexity in the size of D when Q(δ)
is assumed to be fixed). It is also important to understand how the complexity results for HornMTL carry over
to datalogMTL. To achieve our goal, we plan to study various techniques developed in the area of metric temporal logics (Ouaknine and Worrell 2005; 2008; Hirshfeld and Rabinovich 2005) and modal logics over metric spaces (Kutz
et al. 2003; Sheremet, Wolter, and Zakharyaschev 2010;
Wolter and Zakharyaschev 2005).
Implementation and Optimizations. The proposed
query answering algorithm for datalogMTL2
nr clearly
allows for optimizations. For example, computing the
transitive closure of the table Q∗ when processing the
axiom P ← d
e Q seems to be avoidable. Moreover, our
algorithm does not make any assumption regarding the temporal ordering of the tuples. If such a realistic assumption is
made, we may be able to develop more efficient algorithms,
in particular, by using indexes on timestamps.
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Abstract
Generalising the state of the art, an inconsistency-tolerant semantics can be seen as a couple composed of a modifier operator and an inference strategy. In this paper we deepen the
analysis of such general setting and focus on two aspects.
First, we investigate the rationality properties of such semantics for existential rule knowledge bases. Second, we unfold
the broad landscape of complexity results of inconsistent tolerant semantics under a specific (yet expressive) subclass of
existential rules.

1 Introduction
Within the Ontology-Based Data Access (Lenzerini 2012;
Poggi et al. 2008) setting, this paper addresses the problem of query answering when the assertional base (which
stores data) is inconsistent with the ontology (which represents generic knowledge about a domain). Recently, a
general framework for inconsistency-tolerant semantics was
proposed in (Baget et al. 2016). This framework considers two key notions: modifiers and inference strategies.
Inconsistency-tolerant query answering is seen as made out
of a modifier, which transforms the original ABox into a socalled MBox, which is a set of consistent ABoxes (w.r.t. the
TBox), and an inference strategy, which evaluates queries
against this MBox knowledge base. Interestingly enough,
such setting unifies main existing work and captures various semantics in the literature (see e.g., (Arenas et al. 1999;
Bienvenu 2012; Lembo et al. 2015)). The obtained semantics were compared with respect to the productivity of their
inference.
This paper goes one step further in the characterization
of these inconsistency-tolerant semantics by carrying out
an analysis in terms of rationality properties and data complexity. The rationality properties are considered for existential rule knowledge bases (Baget et al. 2011; Calì et
al. 2012) (a prominent ontology language that generalizes
lightweight description logics). On the one hand we study
basic properties of semantics such as their behaviour with
respect to conjunction and consistency of inferred conclusions. On the other hand, starting from the obvious observation that inconsistency-tolerant semantics are inherently
nonmonotonic, we investigate their behaviour with respect
to properties introduced for nonmonotonic inference (Kraus
et al. 1990) that we rephrase in our framework. Entailment
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with general existential rules being undecidable, complexity
is studied for a specific (yet expressive) subclass of existential rules known as Finite Unification Sets (FUS) (Baget
et al. 2011), which in particular generalizes the description
logic DL-LiteR devoted to query answering (Calvanese et
al. 2007) (see also the OWL2-QL profile).
To the best of our knowledge, this is the first work that,
using a generalised setting for inconsistency-tolerant semantics, allows one to compare various semantics from a triple
perspective: productivity (Baget et al. 2016), logical properties and computational complexity.
Before presenting our contributions, we provide some
preliminaries on the logical setting and briefly recall the unified framework for inconsistency-tolerant semantics.

2

Preliminaries

We consider first-order logical languages without function
symbols, hence a term is a variable or a constant. An atom
is of the form p(t1 , . . . , tk ) where p is a predicate name of
arity k, and the ti are terms. A (factual) assertion is an atom
without variables (also named a ground atom). A Boolean
conjunctive query1 (and simply query in the following) is an
existentially closed conjunction of atoms, that we will consider as a set of atoms, leaving quantifiers implicit. Given
a set of assertions A and a query q, the answer to q over
A is yes iff A |= q, where |= denotes the standard logical
consequence. Given two sets of atoms S1 and S2 (with disjoint sets of variables), a homomorphism h from S1 to S2
is a substitution of the variables in S1 by the terms in S2
such that h(S1 ) ⊆ S2 (where h(S1 ) is obtained from S1 by
substituting each variable according to h). It is well-known
that, given two existentially closed conjunctions of atoms f1
and f2 (for instance queries and conjunctions of factual assertions), f1 |= f2 iff there is a homomorphism from the set
of atoms in f2 to the set of atoms in f1 .
A knowledge base can be seen as a database enhanced
with an ontological component. Since inconsistency-tolerant
query answering has been mostly studied in the context of
description logics (DLs), and especially DL-Lite, we will
use some DL vocabulary, like ABox for the data and TBox
1
For readability, we restrict our focus to Boolean conjunctive
queries, however the framework and the obtained results can be
directly extended to general conjunctive queries.

for the ontology. However, our framework is not restricted
to DLs, hence we define TBoxes and ABoxes in terms of
first-order logic (and more precisely in the existential rule
framework). We assume the reader familiar with the basics
of DLs and their logical translation.
An ABox is a set of factual assertions. As a special case
we have DL assertions restricted to unary and binary predicates. A positive axiom is of the form ∀x∀y(B[x, y] →
∃z H[y, z]) where B and H are conjunctions of atoms; in
other words, it is a positive existential rule. As a special
case, we have for instance concept and role inclusions in
DL-LiteR , which are respectively of the form B1 v B2
and S1 v S2 , where Bi := A | ∃S and Si := P | P −
(with A an atomic concept, P an atomic role and P − the
inverse of an atomic role). A negative axiom is of the form
∀x(B[x] → ⊥) where B is a conjunction of atoms; in other
words, it is a negative constraint. As a special case, we have
for instance disjointness axioms in DL-LiteR , which are inclusions of the form B1 v ¬B2 and S1 v ¬S2 , or equivalently B1 u B2 v ⊥ and S1 u S2 v ⊥.
A TBox T = Tp ∪Tn is partitioned into a set Tp of positive
axioms and a set Tn of negative axioms. Finally, a knowledge base (KB) is of the form K = hT , Ai where A is an
ABox and T is a TBox. K is said to be consistent if T ∪ A
is satisfiable, otherwise it is said to be inconsistent. We also
say that A is (in)consistent (with T ), which reflects the assumption that the TBox is reliable while the ABox may not.
The answer to a query q over a consistent KB K is yes iff
hT , Ai |= q. When K is inconsistent, standard consequence
is not appropriate since all queries would be positively answered.
The notion of a (virtual) repair is a key notion in
inconsistency-tolerant query answering. A repair is a subset of the ABox consistent with the TBox and inclusionmaximal for this property: R ⊆A is a repair of A w.r.t.
T if i) hT , Ri is consistent, and ii) ∀R0 ⊆ A, if R
R0
0
0
(R is strictly included in R ) then hT , R i is inconsistent.
We denote by R(A) the set of A’s repairs (for easier reading, we often leave T implicit in our notations). Note that
R(A) = {A} iff A is consistent. The most commonly
considered semantics for inconsistency-tolerant query answering, inspired from previous works in databases, is the
following: q is said to be a consistent consequence of K
if it is a standard consequence of each repair of A (Arenas et al. 1999). Several variants of this semantics have
been proposed, which differ in their behaviour (cautiousness
w.r.t. inconsistencies) and their computational complexity,
see in particular (Arenas et al. 1999; Lembo et al. 2015;
Bienvenu 2012).

3 A Unified Framework for
Inconsistency-Tolerant Query Answering
In this section we recall the framework introduced in (Baget
et al. 2016) for the study of inconsistency-tolerant query answering semantics. In this framework, semantics are defined
by two components: a modifier and an inference strategy,
applied on MBox knowledge bases.
An MBox KB is simply a KB with multiple ABoxes of

the form KM =hT , Mi where T = Tp ∪ Tn is a TBox and
M={A1 ,. . ., Am } is a set of ABoxes, called an MBox. A
standard KB will be seen as an MBox with m = 1. An
MBox KB KM is said to be consistent, or M is said to
be consistent (with T ), if each Ai in M is consistent (with
T ). A modifier transforms a possibly inconsistent MBox KB
into an MBox KB such that, when the latter is consistent, it
can be provided as input to the inference strategy that determines if the query is entailed.
A (composite) modifier is a finite combination of elementary modifiers. In (Baget et al. 2016) the three following
kinds of elementary modifiers are introduced:
• Expansion modifiers, which expand an MBox by explicitly adding some inferred assertions to its ABoxes. A natural expansion modifier is the ground positive closure of
an MBox, which computes the closure of each ABox with
respect to the positive axioms of the TBox, keeping only
ground atoms:
◦cl (M) = {Cl(Ai )|Ai ∈ M}, where Cl(Ai ) = {ground
atom a | hTp , Ai i |= a }.
• Splitting modifiers, which replace each Ai of an MBox
by one or several of its maximally consistent subsets
(hence, they always produce consistent MBoxes). A natural splitting modifier splits each ABox into the set of its
repairs:
S
◦rep (M) = Ai ∈M {R(Ai )}.
• Selection modifiers, which select some elements of an
MBox. A natural selection modifier is the cardinalitybased selection modifier, which selects the largest
ABoxes of an MBox:
◦card (M) = {Ai ∈ M|∀Aj ∈ M, |Aj | ≤ |Ai |}.

Many composite modifiers can be potentially defined using the three above “natural” modifiers, however this number is considerably reduced if we focus on non-equivalent
modifiers: indeed, any composite modifier that produces a
consistent MBox from a standard ABox, and obtained by
combining the elementary modifiers ◦rep , ◦card and ◦cl , is
equivalent to one of the eight modifiers listed in Table 1. To
ease reading, these modifiers are also denoted by abbreviations reflecting the order in which the elementary modifiers
are applied, and using the following letters: R for ◦rep , C for
◦cl and M for ◦card . Different kinds of inclusion relations
hold between modifiers, we refer the reader to (Baget et al.
2016) for details.
Example 1. Let KM =hT , Mi be an MBox
DL-Lite KB where T ={Av
¬B,Av
¬C,
Bv
¬C,AvD,BvD,CvD,BvE,CvE}
and
M={{A(a), B(a), C(a), A(b)}}. With R, we get
◦1 (M)={{A(a), A(b)},{B(a), A(b)},{C(a), A(b)}}.
With
CR:
◦5 (M)={{A(a),
D(a), A(b), D(b)},{B(a), D(a), E(a),
A(b),D(b)},
{C(a), D(a), E(a), A(b),
D(b)}}.
With
MCR:
◦6 (M)={{B(a), D(a), E(a), A(b), D(b)}, {C(a), D(a),
E(a), A(b), D(b)}}.
An inference strategy takes as input a consistent MBox KB
KM =hT , Mi and a query q and determines if q is entailed
from KM . Four main inference strategies are considered,

Modifier
R
MR
CMR
MCMR
CR
MCR
RC
MRC

Combination
◦1 = ◦rep (.)
◦2 = ◦card (◦rep (.))
◦3 = ◦cl (◦card (◦rep (.)))
◦4 = ◦card (◦cl (◦card (◦rep (.))))
◦5 = ◦cl (◦rep (.))
◦6 = ◦card (◦cl (◦rep (.)))
◦7 = ◦rep (◦cl (.))
◦8 = ◦card (◦rep (◦cl (.)))

M1
M2
M3
M4
M5
M6
M7
M8

MBox
= ◦1 (M)
= ◦2 (M)
= ◦3 (M)
= ◦4 (M)
= ◦5 (M)
= ◦6 (M)
= ◦7 (M)
= ◦8 (M)

Table 1: The eight composite modifiers for an MBox
KM =hT , M = {A}i
namely universal (also known as skeptical), safe, majoritybased and existential (also called brave). They are formally
defined as follows:
• universal consequence: KM |=∀ q if ∀Ai ∈
M,hT , Ai i |= q.
T
• safe consequence: KM |=∩ q if T , Ai ∈M Ai |= q.
• majority-based

consequence: KM
> 1/2.

|Ai :Ai ∈M,hT ,Ai i|=q|
|M|

|=maj

q

if

• existential consequence: KM |=∃ q if ∃Ai ∈ M,
hT , Ai i |= q.
Given two inference strategies si and sj , si is said to be
more cautious than sj , denoted si ≤ sj , if for any consistent
MBox KM and any query q, if KM |=si q then KM |=sj q.
The considered inference strategies are totally ordered by ≤
as follows: ∩≤∀≤maj≤∃.
An inconsistency-tolerant query answering semantics is then
defined by a composite modifier and an inference strategy.
Definition 1. Let K=hT , Ai be a standard KB, ◦i be a composite modifier and sj be an inference strategy. A query q is
said to be an h◦i , sj i-consequence of K, denoted K |=h◦i ,sj i q ,
if it is entailed from the MBox KB hT , ◦i ({A})i by the inference strategy sj .
Note that the main semantics from the literature (Arenas et
al. 1999; Lembo et al. 2015; Bienvenu 2012) are covered
by this definition: AR, IAR and ICR semantics respectively
correspond to hR, ∀i, hR, ∩i, and hCR, ∩i. 2
Example 2. Consider the input KB KM =hT , Mi
from Example 1. ◦1 (M)
=
M1
=
{{A(a), A(b)},{B(a),
A(b)},{C(a), A(b)}}.
Since
T
A(b) ∈
Ai∈ M1 and A v D, K |=h◦1 ,∩i D(b)
holds. Hence, we also have K |=h◦1 ,∀i D(b). Furthermore K |=h◦1 ,∀i D(a). By h◦1 , maji, E(a) is furthermore entailed. Indeed, hT , {B(a), A(b)}i|=E(a) and
hT , {C(a), A(b)}i|=E(a) and |M1 |=3. By h◦1 , ∃i, A(a)
is also entailed. Let q = ∃xD(x) ∧ E(x). Then q is a
consequence of h◦1 , maji and h◦1 , ∃i.
The obtained semantics have been compared from a productivity point of view. Formally, a semantics h◦i , sk i is
2
Note that CAR and ICAR (Lembo et al. 2015) are close to
hRC, ∀i and hRC, ∩i resp., but not equivalent. They could be covered by considering other elementary modifiers.

less productive than a semantics h◦j , sl i if, for any KB
K=hT , Ai and any query q, if K|=h◦i ,sk i q then K|=h◦j ,sl i q.
This productivity relation is a preorder, which can be computed by considering on the one hand the inclusion relations between composite modifiers and on the other hand
the cautiousness total order on inference. In particular, if
sk <sl then, for all modifiers ◦i and ◦j , h◦i , sk i is strictly
less productive than h◦i , sl i and h◦j , sl i is never less productive than h◦i , sk i (see (Baget et al. 2016) for the complete characterization of the productivity relations). Finally,
note that when the initial KB is consistent, all semantics collapse with standard entailment: given a consistent standard
KB K and a query q, K|=h◦i ,si q iff K|=q, for all 1≤i≤8 and
s∈{∩,∀,∃,maj}.

4 Rationality Properties of
Inconsistency-Tolerant Semantics
This section is dedicated to the logical properties of
inconsistency-tolerant semantics. We first analyze the behaviour of these semantics w.r.t the conjunction (or set
union) and the consistency of inferred conclusions for a
fixed KB. We then turn attention to the fact that these semantics are inherently nonmonotonic. Indeed, if some query
q is entailed from a KB using a semantics h◦i , sj i, then q
may be questionable in the light of new factual assertions.
We will assume that these new pieces of information are sure
(and will speak of conditional inference, opposed to unconditional inference when the KB is fixed). Hence, we also analyze inconsistency-tolerant semantics w.r.t rationality properties introduced for nonmonotonic inference that we recast
in our framework.

4.1

Properties of Unconditional Inference

Let KM =hT , {A}i be a possibly inconsistent KB and hoi , si
denote any semantics with ◦i ∈{R, MR, CMR, MCMR,
CR,MCR, RC, MRC} and s ∈ {∀, ∩, ∃, maj}. We define
the following desirable properties:
QCE (Query Conjunction Elimination) For any KB KM
and any queries q1 and q2 , if KM |=h◦i ,si q1 ∧q2 then
KM |=h◦i ,si q1 and KM |=h◦i ,si q2 .
QCI (Query Conjunction Introduction) For any KB KM
and any queries q1 and q2 , if KM |=h◦i ,si q1 and
KM |=h◦i ,si q2 then KM |=h◦i ,si q1 ∧q2 .
Cons (Consistency) For any set of assertions Aj , if
KM |=h◦i ,si Aj then hT , Aj i is consistent.
ConsC (Consistency of Conjunction) For any set of assertions A, if for all f ∈ A, KM |=h◦i ,si f then hT , Ai is
consistent.
ConsS (Consistency of Support) For any set of assertions
Aj , if KM |=h◦i ,si Aj then there is R ∈ R(A), such that
hT , Ri |= Aj .
Note that in the three last properties, the sets of assertions could be extended to queries with a more complex
formulation. We first remind that, when KM is consistent, all semantics collapse with standard entailment, hence
KM |=h◦i ,si q1 ∧q2 iff KM |=h◦i ,si q1 and KM |=h◦i ,si q2 .

When KM is inconsistent, one direction is still true for all
semantics, namely Property QCE, which relies on the consistency of a repair. The converse direction, namely Property
QCI, is obviously satisfied by universal and safe semantics
but not by brave and majority-based semantics, even when
q1 and q2 are ground atoms and the TBox contains only disjointness inclusions as shown by the next examples.
Example 3 (majority-based semantics does not satisfy QCI). Let T ={BuCv⊥,AuDv ⊥, CuDv⊥}
and A={A(a), B(a), C(a), D(a)}. The repairs are
{A(a),B(a)},{A(a), C(a)} and {B(a),D(a)}. All modifiers collapse since Tp =∅ and the repairs have the same
size. A(a) and B(a) are each entailed by a majority of
repairs but their conjunction is not.
Example 4 (brave semantics does not satisfy properties QCI
and ConsC). Let T ={Au B v⊥} and A={A(a),B(a)}.
The repairs are {A(a)} and {B(a)}. All modifiers collapse
since Tp =∅ and the repairs have the same size. A(a) and
B(a) are both brave consequences but their conjunction is
not. Besides ConsC is not satisfied since hT , {A(a), B(a)}i
is inconsistent.
Property Cons is true for any semantics (again by the consistency of a repair). Property ConsC holds for universal and
safe semantics, and is false for any brave semantics, even
for |Aj |=|Ak |=1 and DL-Lite TBoxes restricted to disjointness inclusions (see Example 3). Majority-based semantics
are an interesting case, since the expressivity of the ontological language plays a role: Property ConsC is satisfied by all
majority-based semantics when the language is restricted to
DL-LiteR and not satisfied as soon as we allow concept inclusions of the form AuBvC or ternary disjointness axioms
of the form AuBuCv⊥, even with ground queries (see Example 6). The fundamental reason why majority-based semantics satisfy Property ConsC over DL-LiteR KBs is that,
in these KBs, conflicts (i.e., minimal inconsistent subsets of
the ABox) are necessarily of size two. When two ground
atoms a1 and a2 are inferred with a majority-based strategy,
at least one of element of the considered (consistent) MBox
classically entails both a1 and a2 , hence a1 ∧a2 is consistent;
when conflicts are of size two, pairwise consistency entails
global consistency. Note that the property still holds if we
extend DL-LiteR to n-ary predicates.

Example 5 (majority-based semantics does not satisfy Property ConsC for slight generalizations of DL-LiteR ). Let
T ={AuBuCv⊥} and A={A(a), B(a), C(a)}. The repairs are {A(a), B(a)}, {A(a), C(a)} and {B(a), C(a)}.
All modifiers collapse since Tp =∅ and all the repairs have
the same size. Each atom from A is entailed (by 2/3 repairs),
however A itself is not.

Finally, Property ConsS, which expresses that every conclusion has a consistent support in the ABox, is satisfied by
all semantics except those involving modifiers RC and MRC
(as illustrated by the next example).
Example 6 ((M)RC-based semantics do not satisfy Property ConsS). 3 Let T ={A u B v ⊥, A v C1 , B v C2 } and
3

This example also shows that CAR and ICAR (Lembo et al.

Properties
QCE
QCI
Cons
ConsC
ConsS
◦i ∈{CR, MCR}
otherwise

h◦i√
, ∩i
√
√
√

h◦√
i , ∀i
√
√
√

h◦i , √
M aji

h◦√
i , ∃i

×
√

×
√

×
√

×
√

×
√

√

[DL-LiteR ]

×
×
√

Table 2: Properties of unconditional inferences.
A={A(a), B(a)}. The (maximal) repairs of the ABox’ closure are {A(a), C1 (a), C2 (a)} and {B(a), C1 (a), C2 (a)}.
The set of atoms Aj = {C1 (a), C2 (a)} is entailed by all
semantics based on RC and MRC, however no consistent
subset of A allows to entail Aj using T .
The next proposition summarizes previous observations.

Proposition 1 (Properties of unconditional inference). The behaviour of semantics h◦i , si, with
◦i ∈{R, MR,CMR,MCMR, CR, MCR, RC, MRC} and
s ∈ {∩, ∀, maj, ∃}, with respect to Properties QCE, QCI,
Cons , ConsC and ConsS, is stated in Table 2.

4.2

Properties of Conditional Inferences

We now analyze more finely the inconsistency-tolerant semantics by considering their properties in terms of nonmonotonic inference. Within propositional logic setting,
several approaches have been proposed for nonmonotonic
inference (e.g. (Benferhat et al. 1993; Gärdenfors and
Makinson 1994; Kraus et al. 1990)). In such approaches
nonmonotonicity is essentially caused by the fact that initial knowledge used for inference process is incomplete, and
thus, later information may come to enrich them which generally leads to revise some of the a priori considered hypotheses.
Let KM =hT , {A}i be a possibly inconsistent KB and
Aα , Aβ be two sets of assertions such that hT , Aα i and
hT , Aβ i are consistent. Assume that Aα is the newly added
knowledge. Since Aα is considered as more reliable than
the assertions in the KB, we have to keep Aα in every selected repair of the KB. For the sake of simplicity, we define
the notion of the set of repairs of KM in presence of a new
consistent set of assertions Aα with respect to a modifier
◦i : Mα
i = {R : R ∈ ◦i ({A ∪ Aα }) and Aα ⊆ R}. Now,
we say that Aβ is a nonmonotonic consequence of Aα w.r.t.
KM , denoted by Aα |∼◦i ,s Aβ , if hT , Mα
i i |=s Aβ .
In this study, we focus on the situation where the considered conclusions are sets of assertions, which can also be
seen as conjunctions of ground queries. We first rephrase
within our framework some KLM rationality properties
(Kraus et al. 1990). Let Aα , Aβ and Aγ be consistent sets of
assertions w.r.t T and |∼ be an inference relation, the KLM
logical properties that we consider are the following.
2015) do not satisfy ConsS (although they do when the conclusion
is a single atom).

Properties
R
LLE
RW
Cut
◦i ∈{MCMR, MCR}
otherwise
CM
◦i ∈{MCMR, MCR}
otherwise
And

|∼√
◦i ,∀
√
√

|∼√
◦i ,∩
√
√

|∼√
◦i ,∃
√
√

|∼◦√
i ,maj

×
√

×
√

×
√

×
×

×
√
√

×
√
√

×
×
×

×
×
×

√
√

Table 3: Properties of Conditional inferences.
R (Reflexivity) Aα |∼Aα .
LLE (Left Logical Equivalence) If hT , Aα i ≡ hT , Aβ i and
Aα |∼Aγ then Aβ |∼Aγ .
RW (Right Weakening)
If hT , Aα i |= hT , Aβ i and
Aγ |∼Aα then Aγ |∼Aβ .
Cut If Aα |∼Aβ and Aα ∪Aβ |∼Aγ then Aα |∼Aγ .
CM (Cautious Monotony) If Aα |∼Aβ and Aα |∼Aγ then
Aα ∪Aβ |∼Aγ .
And If Aα |∼Aβ and Aα |∼Aγ then Aα |∼Aβ ∪Aγ .

R means that the additional assertions have to be a consequence of the inference relation. LLE expresses the fact
that two equivalent sets of assertions have the same consequences. RW says that consequences of the plausible assertions are plausible assertions too. Cut expresses the fact that
if a plausible consequence is as secure as the assumptions it
is based on, then it may be added into the assumptions. CM
expresses that learning new assertions that could be plausibly inferred should not invalidate previous consequences.
And expresses that the conjunction of two plausible consequences is a plausible consequence. The first five properties
correspond to the system C (Kraus et al. 1990) while the
And property is derived from the previous ones. Clearly the
And property is closely related to the QCI property given
in Section 4.2. Indeed when Aα =∅ (empty set, no additional
information) and if q1 and q2 used in CQI are sets of assertions then And is equivalent to CQI. We now give the
properties of the inference relations.
Proposition 2 (Properties of conditional inference). The
behaviour of inference relations |∼◦i ,s , with ◦i ∈{R,
MR,CMR,MCMR, CR, MCR, RC, MRC} and s ∈ {∩, ∀,
maj, ∃}, with respect to Properties R, LLE, RW,Cut,CM,
And, is given in Table 3.
Proof:[Sketch of proof] Properties R, LLE and RW directly
follow from the definition of Mα
i . For s∈{∀, ∩, ∃} and
for ◦i ∈{R, MR} the satisfaction of Properties Cut and CM
stems from the fact that ∀R0 ∈Mα∪β
we have R0 =R∪Aβ
i
α
with R∈Mi . Moreover, for ◦i ∈{CMR, CR, RC, MRC} the
satisfaction of Properties Cut and CM stems from the fact
that ∀R0 ∈ Mα∪β
we have R0 =R∪Cl(Aβ ) with R ∈ Mα
i .
i
The following counter-examples prove the non-satisfaction
cases.


Example 7 (|∼◦i ,s with ◦i ∈{MCMR, MCR} and
s∈{∀, ∃, ∩} does not satisfy Cut). For MCMR: Let
T ={Av¬B, Av¬G, F v¬B, BvC, CvD, AvE}, and
A={A(a),B(a), F (a), G(a)}, Aα =∅, Aβ ={C(a), D(a)},
Aγ ={A(a)}. We have Mα
4 ={{B(a),G(a), C(a),D(a)}}
={{A(a),
F
(a),
C(a), D(a), E(a)}}. Thus
and Mα∪β
4
α∪β
α
hT , M4 i |=∀ Aβ and hT , M4 i|=∀ Aγ but hT , Mα
4 i 6|=∀
Aγ . Cut is not satisfied even for s∈{∃, ∩}.
MCR: Let T ={A v ¬B, F v ¬B, B v C, C v D}, A
= {A(a), B(a), F (a)}, Aα =∅, Aβ ={C(a), D(a)}, Aγ =
α∪β
{A(a)}. We have Mα
={{
6 ={{B(a), C(a), D(a)}}, M6
α
A(a), F (a), C(a), D(a)}}. Thus hT , M6 i|=∀ Aβ and
hT , M6α∪β i|=∀ Aγ but hT , Mα
6 i 6|=∀ Aγ . Cut is not
satisfied either for s ∈ {∃, ∩}.
Example 8 (|∼◦i ,s with ◦i ∈{MCMR, MCR} and
s ∈ {∀, ∩} does not satisfy CM). Let T ={Av¬B,
BvC}, and A={A(a), B(a)}, Aα =∅, Aβ ={C(a)},
α
Aγ ={B(a)}. We have Mα
4 =M6 ={{B(a), C(a)}},
α∪β
α∪β
M4 =M6 ={{A(a), C(a)},{B(a),C(a)}}.
Thus
hT , Mα
and
hT , Mα
but
4 i|=∀ Aβ
4 i|=∀ Aγ
α∪β
α
hT , M4 i6|=∀ Aγ . Moreover,
hT
,
M
i|=
A
and
∀
β
6
D
E
hT , Mα
6 i|=∀ Aγ but
satisfied even for s=∩.

T , Mα∪β
6|=∀ Aγ . CM is not
6

Example 9 (|∼◦i ,maj with any ◦i does not satisfy Cut). For i = 1 (R), let T ={Av¬B, Av¬C,
Av¬D, Bv¬D, Cv¬D, AvE, BvE, CvE, Dv¬E,
AvG,
BvG},
and
A={A(a),B(a),C(a),D(a)},
Aα ={F (a)}, Aβ ={E(a)}, Aγ = {G(a)}. We have Mα
1 =
{{A(a),F (a)},{B(a),F (a)},{C(a),F (a)},{D(a),F (a)}},
thus
hT , Mα
|=maj
Aβ .
Moreover,
1i
α∪β
M1 ={{A(a),F (a),E(a)},{B(a), F (a), E(a)},
{C(a), F (a), E(a)}} and hT , Mα∪β
i|=maj Aγ , how1
ever hT , Mα
1 i6|=maj Aγ . Cut is not satisfied for any other
◦i .
Example 10 (|∼◦i ,∃ with any ◦i does not satisfy CM). For
i = 1 (R): Let T = {A v ¬C, A v B, C v B, A v
D, C v E, D v ¬C, E v ¬A}, and A = {A(a), C(a)},
Aα = {B(a)}, Aβ = {D(a)}, Aγ = {E(a)}. We have
α
Mα
1 = {{A(a), B(a)}, {C(a), B(a)}}, thus hT , M1 i|=∃
α∪β
α
Aβ and hT , M1 i|=∃ Aγ . Moreover Mi ={{A(a), B(a),
D(a)}} and hT , M1α∪β i6|=∃ Aγ . CM is not satisfied for any
other ◦i .

Example 11 (|∼◦i ,maj with any ◦i does not satisfy CM).
For i=1 (R): Let T ={Av¬B, Av¬C, Bv¬C, AvD,
B v D, C v D, A v E, B v E, C v F, B v
F, A v ¬F }, and A = {A(a), B(a), C(a)}, Aα =
{D(a)}, Aβ = {E(a)}, Aγ = {F (a)}. We have Mα
1 =
{{A(a), D(a)}, {B(a), D(a)}, R3 = {C(a), D(a)}}, thus
α
hT , Mα
1 i|=maj Aβ . Moreover hT , M1 i |=maj Aγ . We have
α∪β
M1 ={{A(a), D(a), E(a)}, {B(a), D(a), E(a)}}, thus
hT , M1α∪β i 6|=maj Aγ . CM is not satisfied for any other ◦i .

Example 12 (|∼◦i ,s with any ◦i and s ∈ {∃, maj} does
not satisfy And). For i = 1 and s = ∃ (R): Let T and A
α
from Example 10. hT , Mα
1 i |=∃ Aβ and hT , M1 i |=∃ Aγ

but hT , Mα
1 i 6|=∃ Aβ ∪ Aγ . And is not satisfied for any
other ◦i . For i = 1 and s = maj (R): Let T and A from
α
Example 11. hT , Mα
i i |=maj Aβ and hT , Mi i |=maj Aγ .
i
|
6
=
A
∪
A
.
And
is
not
satisfied
for any
but hT , Mα
maj
β
γ
i
other ◦i .

From Table 3, one can see that, for the composite modifiers ◦i ∈{R,MR,CMR,CR,RC, MRC}, the semantics based
on universal and safe consequence satisfy all the properties
of the system C. Note that the difference between the language representing the assertional knowledge and the one
expressing the queries only impacts the R, CM and Cut
properties. In LLE Aγ can be replaced by a conjunctive
query q, in RW Aα (resp. Aβ ) can be replaced by a conjunctive query q1 (resp. q2 ) and And Aγ (resp. Aβ ) can be
replaced by a conjunctive query q1 (resp. q2 ).

5

Complexity of Inconsistency-Tolerant
Query Answering

In this section we study the data complexity4 of CQ entailment under the various semantics for classes of TBoxes
T =Tp ∪ Tn that fulfill the following property: Tp is a Finite Unification Set (FUS) of existential rules (Baget et al.
2011), while Tn remains any set of negative constraints. The
FUS property ensures that any CQ q can be rewritten using
Tp into a finite set of CQs Q such that for any ABox A,
hTp , Ai |= q iff ∃qi ∈ Q such that A |= qi . In the following,
elements of Q are called rewritings of q. Note that Q can be
seen as a union of CQs and query rewriting does not depend
on any ABox, hence the data complexity of CQ entailment
is in the low complexity class AC0 . Note also that when Tp
satisfies the FUS property, the consistency of a standard KB
can be checked by rewriting the query ⊥ with T (or equivalently, rewriting each body of a negative constraint with Tp )
and checking if one of the obtained rewritings is entailed by
A. Such TBoxes encompass DL-LiteR TBoxes as well as
more expressive classes of existential rules. All the following membership results apply to FUS rules, while all hardness results hold as soon as DL-LiteR TBoxes are considered.
We first briefly recall the definition of the complexity
NP
classes that we use. The class ∆P
refers to prob2 = P
lems solvable in polynomial time by a deterministic Turing Machine provided with an NP oracle, and its subclass
P
ΘP
2 =∆2 [O(log n)] is allowed to make only logarithmically
many calls to an NP oracle. A Probabilistic Turing Machine
(PTM) is allowed to “toss coins” to make decisions (it can be
seen as provided with an additional tape filled with random
bits); we will use the Probabilistic Polynomial-time (P P )
class that contains the problems solvable in polynomial time
with probability strictly greater than 12 by a deterministic
P
PTM (Gill 1977).5 We also recall that ∆P
2 , Θ2 and P P are
all closed under complement.
CQ entailment with DL-LiteR TBoxes is coN P -complete
4

This complexity measure is usually considered for query answering problems. Only the data (here the ABox) are considered in
the problem input.
5
PP includes NP, co-NP and ΘP
2 .

Modifier
R
MR
CMR
MCMR
CR
MCR
RC
MRC

∩
AC0
ΘP
2 -c
ΘP
2
ΘP
2
coN P -c
ΘP
2
AC0
ΘP
2

∀
coN P -c
ΘP
2 -c
?
ΘP
2 -c
P
Θ2 -c ?
coN P -c
?
ΘP
2 -c
coN P -c
?
ΘP
2 -c

M aj
P P -c ?
P P N P [O(log n)]
P P N P [O(log n)]
P P N P [O(log n)]
P P -c ?
N P [O(log n)]
PP
PP
P P N P [O(log n)]

∃
AC0 ?
ΘP
2
ΘP
2
ΘP
2
AC0 ?
ΘP
2
P
ΘP
2

Table 4: Complexity: tight complexity results are in black
font (completely new results marked by a star, the other being generalizations of known results to FUS). Membership
results are in gray font.
under hR, ∀i and hRC, ∀i semantics, and in AC0 under hR, ∩i and hRC, ∩i semantics (semantics respectively
known as AR, CAR, IAR and ICAR (Lembo et al. 2015)).
It is coN P -complete under hCR, ∩i semantics (known as
ICR (Bienvenu 2012)), and ΘP
2 -complete under hMR, ∀i
and hMR, ∩i semantics (Bienvenu et al. 2014). We first show
that these complexity results also hold for FUS existential
rules.
Proposition 3. All the complexity class membership results obtained for DL-LiteR under hR/RC/MR, ∀i and
hR/RC/CR, ∩i semantics hold for FUS existential rules.
Proof:[Sketch] Let us first consider hR/RC, ∀i. One can obviously guess a repair R and check in polynomial time (actually in AC0 ) if hT , Ri|=⊥ (by rewriting all negative constraints and looking for a homomorphism from one of those
rewritings into R), and if hT ,Ri6|=q via rewriting methods
as well. Concerning hMR, ∀i, the membership holds for any
FUS rules for similar reasons, and by observing that one
can compute the maximum size of a repair through logarithmically many calls to an NP oracle. For hR/MRC, ∩i the
technique from (Lembo et al. 2015) still holds; whereas for
hCR,∩i, we guess a set of repairs R={R1 , ..., Rk }, with k
polynomially bounded by the number of homomorphisms
from rewritings of the query q to Cl(A), such that: for any
homomorphism h from a rewriting q 0 of q to Cl(A) there
is Ri ∈R with h(q 0 )6⊆Ri . There is a polynomial number of
rewritings (for data complexity), hence a polynomial number of homomorphisms from these rewritings to the Cl(A).

The previous observations explain the complexity results
written in black font without star in Table 4.
We now provide some new complexity results for other
universal-based and existential-based semantics.
Proposition 4. CQ entailment under hR, ∃i (hence hCR, ∃i)
is in AC0 .
Proof:[Sketch] We first compute a set Q that contains all the
rewritings of q with the rules from Tp , as well as all their specialisations according to all possible partitions on terms. We
also rewrite ⊥ (i.e., all negative constraints) into the set N .
We remove from Q all rewritings q 0 such that an element of
N maps to q 0 by homomorphism. Finally, we add to each remaining rewriting q 00 ∈ Q all inequalities between its terms,

which yields Q0 . Q0 can be seen as a union of CQs with inequality predicates, hence a first-order query. We have that
K |=hR,∃i q iff A |= Q0 . Therefore q is first-order rewritable
w.r.t. T , under hR, ∃i semantics.

Proposition 5. For ◦i ∈{CMR, MCMR, MCR, MRC}, CQ
entailment under h◦i , ∀i and h◦i , ∃i semantics is in ΘP
2.

Proof:[Sketch] Notice that we can compute the maximum
size of a repair and the maximum size of the ground positive closure of a maximum-sized repair through logarithmically many calls to an NP oracle. Then with one more call
to this oracle, we can check whether there is a repair R that
satisfies the cardinality constraints and such that hT , Ri6|=q
(resp. hT , Ri|=q). Therefore, h◦i , ∀i (resp. h◦i , ∃i) is in ΘP
2.

Proposition 6. For ◦i ∈{CMR, MCMR, MCR, MRC}, CQ
entailment under h◦i , ∀i semantics is ΘP
2 -hard.

Proof: We adapt the reduction from the problem ParitySAT
built in (Bienvenu et al. 2014) (which is a reduction to
hMR, ∀i with an instance query). We “tweak” the query and
the T Box so that the positive part of the T Box is empty;
this ensures that (◦i , ∀) = (◦j , ∀) for any ◦i , ◦j ∈ {MR,
CMR, MCMR, MCR, MRC}.

For majority-based semantics, we rely on probabilistic algorithms and provide two completeness results, as stated by
the next proposition.
Proposition 7. CQ entailment under hR, M aji and
hCR, M aji semantics is P P -complete.

Proof:[Sketch] Membership: We use the following algorithm: first choose a subset S of atoms from A randomly,
then if S is not a repair of K, output NO with probability
1
2 . Otherwise (S is a repair), if (T , S) |= q, output NO with
1
probability 2n+1
; else ((T , S) 6|= q), output NO with probability 1. This procedure obviously runs in polynomial time
and the idea is that each repair has the same probability of
being selected in the first step ( 21n ), and by answering NO a
few times when (T , S) |= q we ensure that the algorithm
will give the right answer with probability strictly greater
than 12 .
Hardness: We consider the following problem coMajSAT:
given a Boolean SAT formula, is the number of unsatisfying
affectations strictly greater than half of all possible affectations? We recall that P P is closed under complement. We
notice that the reduction from SAT to hS, ∀i built in (Lembo
et al. 2010), ensures that each repair corresponds exactly to
an affectation of the SAT formula, and the obtained query
q is evaluated to true iff there is at least one invalid affectation. Hence, the majority of affectations are invalid iff q
is entailed by the majority of the repairs. Hence, this transformation yields a reduction from coMajSAT to hR, M aji.
Since hR, M aji = hCR, M aji, the result also holds for
hCR, M aji.

To further clarify the complexity picture, we give some
complexity class membership results for the remaining semantics (Table 4, in gray font). CQ entailment under hRC, ∃i
semantics is clearly in P since we can first compute the
ground positive closure of the ABox in polynomial time and

hR, ∃i is in AC0 . For hMRC, M aji semantics, the membership proof from Prop. 7 holds as soon as we have observed
that we could first compute the ground positive closure of
the ABox. For the remaining majority-based semantics, we
use an argument similar to the one in Prop. 5 to show membership to P P N P [O(log n)] : we only need logarithmically
many calls to an NP oracle to get the maximum cardinality of a repair. Concerning the remaining intersection-based
semantics h◦i , ∩i, we observe that by calling independently
the corresponding universal problem (◦i , ∀) on each atom
from the ABox, we can build the intersection of all repairs,
hence the ΘP
2 membership. Finally, an interesting question
is to what extent preprocessing the data, independently from
any query, can reduce the complexity of query entailment. It
seems reasonable to require that the result of this preprocessing step takes space at most linear in the size of the data. For
instance, let us consider hMR, ∀i: if we precompute the maximum cardinality of a repair (stored in log2 (|A|) space), the
complexity of CQ entailment drops from ΘP
2 -c to coN P -c,
i.e., the complexity of hR, ∀i.

6

Concluding Remarks

The framework for inconsistency-tolerant query answering
recently proposed in (Baget et al. 2016) covers some wellknown semantics and introduces new ones. These semantics were compared with respect to productivity. We broaden
the analysis by considering two other points of view. First,
we initiate a study of rationality properties of inconsistencytolerant semantics. Second, we complement known complexity results, on the one hand by extending them to the
more general case of FUS existential rules, and on the other
hand by providing tight complexity results on some newly
considered semantics (computation of repairs or closed repairs with majority-based or brave inference, as well several
cardinality-based modifiers with universal inference).
The most efficiently computable semantics are hR, ∩i and
hR, ∃i (equal to hCR, ∃i). The hR, ∩i semantics is the least
productive semantics in the framework. However, if one
considers the closure of the repairs to increase the productivity of hR, ∩i, i.e., hCR, ∩i, one obtains a semantics that
computationally costs as the “natural” semantics hR, ∀i. At
the opposite, hR, ∃i may be considered as too adventurous
and does not behave well from a rationality point of view
since it produces conclusions that may be inconsistent with
the ontology. More generally, universal and safe semantics
satisfy the rationality properties for most modifiers, which
is not the case of majority-based and existential semantics.
In addition, for all semantics, RC and MRC, which compute
the closure of an inconsistent ABox, may lead to consider as
plausible a conclusion with a contestable support, and since
they do not seem to bring any advantage compared to other
semantics, they should be discarded.
Despite majority-based semantics do not fulfil some desirable logical properties, they remain interesting for several
reasons: they are only slightly more complex to compute
than universal semantics (w.r.t the same modifier) while being more productive, without being as adventurous as existential semantics. Hence, they may be considered as a good

tradeoff between both semantics when the universal semantics appear to be insufficiently productive. We also recall that
majority-based semantics behave better from a logical viewpoint when they are restricted to DL-LiteR (and more generally, when the ontological language ensures that the size
of the conflicts is at most two).
Regarding the use of cardinality, cardinality-based modifiers can be used to counteract troublesome assertions that
conflict with many others, however they behave strangely
when the cardinality criterion is applied to closed repairs.
In summary, no semantics appears to outperform all the
others in all of the considered criteria. Selecting a semantics
means selecting a suitable tradeoff between productivity (or,
inversely, cautiousness), satisfaction of rationality properties
and computational complexity. We believe that this choice
depends on the applicative context.
In a future work, new semantics could be considered
within the unified framework, like the very recent noobjection semantics (Benferhat et al. 2016). Besides, the
study of rationality properties could be extended to other
properties, and the exact complexity of several semantics remains an open issue.
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Abstract
In ontology-based data access, databases are connected to
an ontology via mappings from queries over the database to
queries over the ontology. In this paper, we consider mappings from relational databases to first-order ontologies, and
define an ASP-based framework for GLAV mappings with
queries over the ontology in the mapping rule bodies. We
show that this type of mappings can be used to express constraints and exceptions, as well as being a powerful mechanism for succinctly representing OBDA mappings. We give
an algorithm for brave reasoning in this setting, and show that
this problem has either the same data complexity as ASP (NPcomplete), or it is at least as hard as the complexity of checking entailment for the ontology queries. Furthermore, we
show that for ontologies with UCQ-rewritable queries there
exists a natural reduction from mapping programs to ∃-ASP,
an extension of ASP with existential variables that itself admits a natural reduction to ASP.

Introduction
Ontology-based data access (OBDA) (Poggi et al. 2008) is a
method for data integration, utilizing a semantic layer consisting of an ontology and a set of mappings on top of a
database. An ontology is a machine-readable model designed to faithfully represent knowledge of a domain independently of the structure of the database; it is comprised of concepts and relationships between these concepts.
These ontologies are often formulated using description logics (DLs), a class of decidable logics, due to their desirable
computational properties (Calvanese et al. 2007).
With the help of mappings, users’ queries over the ontology are rewritten into a query over the database language,
such as SQL, which can then be run on the source data. This
query rewriting consists of two stages: Firstly, the ontology
query is rewritten to an equivalent query which takes ontological knowledge into account. Secondly, the mappings are
used to translate this query into the source query language.
To ensure that this rewriting is always possible, one requires
the ontology to be first-order rewritable (FOL-rewritable);
that is, that every rewritten query is equivalent to a first-order
formula. However, not all description logics have this property. A common class of ontology languages used in OBDA
is the DL-lite family. These description logics have been
tailored towards FOL-rewritability and tractable query an-

swering, making them ideally suited for OBDA (Calvanese
et al. 2007).
Unfortuantely, the rewriting step can cause a worst-case
exponential blow-up in query size (Calvanese et al. 2007).
While this blow-up is necessary to ensure complete query
answering, it can lead to highly redundant database queries,
where the same data is accessed multiple times. Furthermore, mapping design and maintenance is usually manual
work (Antonioli et al. 2014). This can be a very laborious task, and recent work on mapping evolution and repair
(Lembo et al. 2016) attempt to alleviate some of the difficulties involved. However, currently OBDA mappings are
interpreted as first-order implications. As a consequence,
they lack the expressivity to efficiently handle these issues: exceptions must be stated explicitly, possibly in multiple mapping assertions. Furthermore, pruning redundant
queries without nonmonotonic features such as extensional
constraints (Rosati 2012) or closed predicates (Lutz, Seylan,
and Wolter 2013) is practically infeasible.
Current research on extending OBDA with nonmonontonic capabilities has focused on the ontology side, e.g.,
through modal description logics or by inclusion of closed
predicates (Donini, Nardi, and Rosati 2002; Lutz, Seylan,
and Wolter 2013). However the modal semantics can be
quite unintuitive. In this setting, modal ontology axioms
do not behave well with nonmodal axioms. Furthermore,
research into extending ontologies with closed predicates
quickly results in intractability (Lutz, Seylan, and Wolter
2013) .
There have also been several approaches to combining
rule-based formalisms and description logic ontologies, be
it by constructing a hybrid framework integrating both rules
and ontology axioms into the same semantics (Motik and
Rosati 2010) or by adding rules “on top” (Eiter et al. 2008)
of ontologies. Here, the two formalisms retain different semantics, allowing, however, for interaction between rules
and ontologies by including special predicates in the rule
bodies.
In this paper, we propose a new framework for OBDA
mappings, called mapping programs, based on stable model
semantics, where mappings are not interpreted as first-order
implications. Instead, mappings are rules containing (positive and negative) ontology queries in their bodies, allowing for existential quantification in the body and head of

a rule. Each mapping rule contains a database query acting as a guard on the rule, hence existential witnesses generated by mapping rules are not further propagated by the
mapping program. This is in contrast to the more general
existential rules frameworks of tuple-generating dependencies (Calı̀, Gottlob, and Lukasiewicz 2012; Calı̀, Gottlob,
and Kifer 2013), where existentials in heads of rules may
propagate. The decidability of mapping program reasoning
therefore reduces entirely to decidability of ontology reasoning.
This formalism allows expressing epistemic constraints
on the database, such as extensional constraints (Rosati
2012). Furthermore, by being able to express default rules,
mapping programs serve as a powerful abbreviation tool for
mapping maintenance. This allows for adding nonmonotonic features to OBDA while retaining the desirable complexity of ontology reasoning. Mapping programs are a natural extension of ∃-ASP (Garreau et al. 2015), an extension
of standard answer set programming (ASP) with existential
quantifiers in the heads and negative bodies of rules.
In the following, we define and analyze the general mapping program framework, discussing reasoning complexity
(NPO -complete, where O is an ontology reasoning oracle).
We also consider a special case where the body ontology
queries are UCQ-rewritable with respect to the ontology.
In this setting, mapping programs can be equivalently reduced to classical ASP. Thus, efficient ASP solvers can be
employed for query answering over mapping programs.

Preliminaries
OBDA Mappings
Let ΣT and ΣS be disjoint signatures containing ontology
predicate symbols, and source predicate symbols respectively. Furthermore, let C be a set of constants. Then a
source schema S is a relational schema containing relational
predicates in ΣS as well as integrity constraints. A legal
database instance D over S is a set of ground atoms from
ΣS and C that satisfies all integrity constraints in S. A firstorder formula with free variables is called a query, if it has
no free variables it is called a boolean query. An ontology
T is a set of first-order formulas over ΣT . In practice, description logics are often used to express ontologies. Thus,
though the results in this paper focus on the general case of
FOL ontologies, we will use common DL notation throughout the examples in this paper for notational convenience
(Calvanese et al. 2007).
Example 1. The ontology axiom Boss v ∃hasSup−
is equivalent to the first-order formula ∀x(Boss(x) →
∃y.hasSup(y, x)). Here, hasSup− refers to the inverse
role of hasSup.
Following (Lembo et al. 2015), an OBDA specification
is a tuple (D, M, T ) consisting of a database instance D
legal over a schema S, a FOL-rewritable ontology T and
a set M consisting of mapping assertions of the form m :
ϕ
ψ, where ϕ and ψ are queries over the data source
and ontology, respectively. Then a model I of an OBDA
specification (D, M, T ) is a first-order model over ΣT ∪
ΣS ∪ C that satisfies both T and M. Here we say that a

first-order model I satisfies a mapping M if I  ψ(t) for
every mapping assertion m : ϕ
ψ and every tuple t ∈
eval(ϕ, D).
Example 2. Consider a database consisting of precisely one
two-column table JOBS DB(<NAME>,<JOB>). Furthermore, consider the following ontology:
Empl v P erson
Boss v P erson

Suppose that we simply wish to query for all instances of
P erson in the database. In the rewriting process, the query
P erson(x) would be rewritten to
P erson(x) t Empl(x) t Boss(x)

while in the unfolding step, each of the above disjuncts
would be expanded to a database query using the mapping assertions. For example, if there exist two mapping assertions JOBS DB(x, “Accountant”)
Empl(x)
and JOBS DB(x, “IT ”)
Empl(x), then the disjunct
Empl(x) would be unfolded as JOBS DB(x, “IT ”) ∨
JOBS DB(x, “Accountant”).
Example 2 demonstrates some of the current shortcomings of OBDA: due to its inherent, first-order nature, it
is impossible to distinguish between inferred knowledge
and knowledge that is explicit in the database. In the
above example, in the presence of a mapping assertion
JOBS DB(x, y)
P erson(x) the query P erson(x) would
have sufficed without any ontology rewriting, since all desired information was contained in one table. However,
while some OBDA implementations (Hovland et al. 2015)
support manual query pruning, i.e., the user is able to decide
which concepts should not be rewritten, this can potentially
lead to incomplete query answering, and there is currently
no way of formally checking whether it does. Thus, to ensure complete query answering we have a (potentially redundant) worst-case exponential blow-up in query size.
Another issue with the current aproach is how exceptions
and a lack of information are dealt with. Currently, one must
keep track of exceptions manually by explicitly listing all
exceptions to a rule. Furthermore, due to the closed-world
assumption (CWA) in the database, a lack of knowledge is
interpreted as knowledge itself, e.g., if something is not contained in the JOBS DB table, it is not a P erson.

Answer Set Programming
Answer set programming (ASP) is a declarative programming paradigm based on the stable model semantics first defined in (Gelfond and Lifschitz 1988) as a means of handling
default negation in a straightforward manner. It has become
one of the more popular logic programming paradigms, due
to, e.g., computational benefits such as guaranteed termination as compared to resolution in Prolog (Lifschitz 2008).
An ASP-program P s a set of rules of the form
H ← B1 , . . . , Bm , not C1 , . . . , not Cn .
with ground atoms H, Bi , and Cj . The head of a rule r
is Head(r) = H and the body consists of a two parts, the
negative body body − (r) = {C1 , . . . Cn } and the positive

body body + (r) = {B1 , . . . , Bm }. The Herbrand base HBP
of a program P is the set of all possible ground atoms using
predicate symbols, function symbols and constants occuring
in P . Then for a subset I ⊆ HBP , the Gelfond-Lifschitz
reduct P I of P is the set of rules in P after applying the
following changes:
1. If Ci ∈ I for some i, remove the rule (this corresponds to
rules that cannot be applied)
2. In all remaining rules, remove the negative clauses not Ci
(this corresponds to removing all negative clauses that
will evaluate to true)
This reduct is a positive program, i.e., a program without
any occurence of negation-as-failure. An interpretation I ⊆
HBP is called a stable model or an answer set of P if it is
a ⊆-minimal model of P I , i.e., it is ⊆-minimal and satisfies
all rules in P I .
Though the above semantics require ground atoms, i.e.,
are essentially propositional, ASP programs might also contains variables or function symbols. In this general case
where function symbols are allowed, reasoning becomes undecidable (Alviano et al. 2011). In the function-free case,
the first-order ASP programs are usually first grounded to
reduce it to the propositional case. The grounded programs can then either be solved directly (Gebser, Kaufmann,
and Schaub 2012) or, e.g., translated to SAT before being passed on to efficient SAT solvers (Lin and Zhao 2004;
Gomes et al. 2008).

X ⊆ HBsk(P ) is called an ∃-answer set iff it is a ⊆ minimal
model of the reduct P X .
By adding a set R of auxiliary predicates to the signature of an ∃-ASP program P , one is able to rewrite P into a
classical ASP program P 0 such that they are equivalent with
respect to answer sets. In particular, for an ∃-answer set X
of P there exists some set A of ground atoms over predicates
in R such that X ∪ A is a classical answer set of P 0 . Furthermore, from an answer set Y of P 0 one can construct an
∃-answer set of P by removing any ground atoms over predicates in R occuring in Y (for more details on the rewriting,
see Proposition 8 and the preceding discussion in (Garreau
et al. 2015)). Therefore, reasoning in ∃-ASP can be reduced
to reasoning in classical ASP.

OBDA Mapping Programs
In this section we introduce the syntax and semantics for
a new framework for OBDA mappings called mapping programs. These programs consist of rules that, intuitively, map
database queries QS to ontology queries H T provided that
certain conditions J + and J − are met. Thus, mapping programs extend classical OBDA mappings with default reasoning.

Syntax
A mapping rule is a rule of the form
H T (x, z) ←not J1− (y1 ), . . . , not Jk− (yk ),
J1+ (y10 ), . . . , Jl+ (yl0 ), QS (x).

∃-ASP

∃-ASP is an extension to answer set programming proposed
by (Garreau et al. 2015) to include existential quantification
in both the heads and negative bodies of rules. These existential variables are dealt with by Skolemizing and treating
the newly introduced function symbols as constants. Specifically, an ∃-rule is a rule of the form
H1 , . . . , Hn ←B1 , . . . , Bm ,

not (C11 , . . . , Cu11 ), . . . , not (C1s , . . . , Cuss ).

where all Hi , Bj , Clk are atoms. Then, all variables not occuring in the positive body of a rule are interpreted existentially. Thus, the Skolem program sk(P ) of an ∃-program P
is defined as the set of rules obtained from P by replacing
each existential variable in the head of a rule by a Skolem
symbol.
Similar to standard ASP, this program is then grounded;
one must, however, be careful with existential variables in
the negative bodies, as the complete grounding is not equivalent to the nonground rules.To address this, (Garreau et
al. 2015) introduce the concept of partial grounding, which
grounds all variables except the existentials in the negative
body. The reduct is then defined analogously to the standard
ASP case: Given a set of ground atoms X ⊆ HBsk(P ) , first
remove all rules containing a negative body atom which is
entailed by X. Finally, remove all remaining negative body
atoms.
An ∃-answer is then defined in the usual way, now also
allowing for Skolem symbols in place of constants: a set

where yi , yj0 ⊆ x for all i, j. Here, the head H T (x, z) is
a first-order formula over ΣT where z denotes possible existential variables. The body of a mapping rule consists of
Ji− , Jj+ , respectively called the negative and positive justifications and the source query QS . Here, Ji− and Jj+ are
first-order formulas over the language of T , and the source
query QS is a first-order formula over ΣS . A set M of mapping rules is called a mapping program.
Example 3. Consider a database consisting of
one table Jobs DB(<NAME>,<JOB>).
Let
ΣT = {Empl, hasSup, depHeadOf } with a unary
relation Empl of employees and two binary relations
hasSup and depHeadOf , describing a supervising relation
and a department head relation, respectively. The default
rule “employees, of whom we do not know that they are the
head of a department, have a supervisor” can be expressed
through the following mapping:
m1 : ∃Z.hasSup(X, Z) ←not ∃Y.depHeadOf (X, Y ),
Empl(X), Jobs DB(X, P ).
Then a generalized OBDA specification is a triple
(D, M, T ), where D is a database instance legal over a
source schema S, M is a mapping program, and T is an
ontology.

Semantics
Definition 1 (Skolem program, following (Garreau et al.
2015)). Let M be a mapping program. The Skolem rule

sk(m) associated to a rule m ∈ M is obtained by replacing
each existential variable v in Head(m) by a new Skolem
function symbol skv (s), where s is an ordered sequence of
universal variables in Head(m) . Then the Skolem program
of M is sk(M) = {sk(m) | m ∈ M}.
A mapping interpretation A is a consistent subset of
HBsk(M) , the Herbrand base over the Skolem program
sk(M). Such an interpretation is said to satisfy or model
a positive Skolemized mapping rule
m : H T (x, skz (x)) ← J1+ (y10 ), . . . , Jl+ (yl0 ), QS (x).

written A  m, if it satisfies the head or does not satisfy
the body. It satisfies the body of a rule m if the following
holds: for every tuple t ∈ eval(QS , D), every interpretation I with I  T ∪ A satisfies Jj+ [t] for all j ≤ l. Here,
eval(QS , D) denotes the set of tuples t that are answers to
the query QS over D.
Remark. In this framework, the database query QS acts as
a guard on the mapping rule m. It is in general a first-order
query. Since QS is interpreted solely over D, mapping rules
are not applicable to existential witnesses generated by mapping rule heads. In particular, the database query >(x) is a
shorthand for every tuple x occuring in the database.
For notational brevity, we slightly abuse notation in the
following, writing M instead of sk(M). Indeed, in the following we shall only consider the Skolemized mapping program.
An interpretation A is said to satisfy or model a positive
mapping program M, written A  M, if it satisfies all mapping rules contained in M.
Example 4. Consider the mapping from Example 3. By
Skolemizing, we get the mapping program:
hasSup(X, skz (X)) ←not ∃Y.depHeadOf (X, Y ),
Empl(X), Jobs DB(X, P ).
Definition 2 (Partial ground program, following (Garreau
et al. 2015)). The partial grounding P G(m) of a mapping
rule m is the set of all partial ground instances of m over
constants in ΣD for those variables that are not existential
variables in the negative justifications. The partial ground
program
of a mapping program M is the set P G(M) =
S
P
m∈M G(m).

Example 5. Consider the database and mapping from Examples 3 and 4. If the set of constants occuring in the database
is {a, b}, then P G(sk(m1 )) consists of the four mapping
rules
hasSup(u, skz (u)) ←not ∃Y.depHeadOf (u, Y ),
Empl(u), Jobs DB(u, v).
for u, v ∈ {a, b}.

Definition 3 (T -reduct). Given an ontology T , define the
T -reduct P G(M)A of a partial ground mapping program
P G(M) with respect to an interpretation A as the mapping
program obtained from P G(M) after applying the following:

1. Remove all mapping rules m where there exists some i ≤
k such that T ∪ A  Ji− .
2. Remove all negative justifications from the remaining
rules.
Example 6. Continuing with our running example, let T =
{Boss v ∃depHeadOf, Boss v ∃hasSup− }. Furthermore, add the mapping rules
m2 : Boss(X) ← Jobs DB(X, b).
m3 : Empl(X) ← Jobs DB(X, P ).
Then for A = {Jobs DB(a, b), Empl(a), Boss(a)}, the
rules
hasSup(a, skz (a)) ←not ∃Y.depHeadOf (a, Y ),
Empl(a), Jobs DB(a, v).
for v ∈ {a, b} are removed in the T -reduct P G(M)A construction, since T ∪ A  ∃Y.depHeadOf (a, Y ). Then the
T -reduct w.r.t. A consists of all groundings of the following
rules:
hasSup(b, skz (b)) ← Empl(b), Jobs DB(b, Y ).
Boss(X) ← Jobs DB(X, b).
Empl(X) ← Jobs DB(X, P ).
A mapping interpretation A is called a T -answer set of
M if it is a ⊆-minimal model of the T -reduct P G(M)A .
Then a tuple (I, A) consisting of a first-order model I
and a mapping interpretation A is a model of an generalized
OBDA specification (D, M, T ) if
1. I  T ∪ A,
2. A is a T -answer set of M.
For a given ontology T , a mapping program M is said to
entail a formula ϕ, written M T ϕ, if every T -answer set
of M entails ϕ.
Similarly, a generalized OBDA specification (D, M, T )
entails a formula ϕ, written (D, M, T )  ϕ, if every model
of (D, M, T ) entails ϕ.
Example 7. It is easily verifiable that the set A given in Example 6 is in fact a T -answer set. It does not, however,
entail T , as the ontology axiom Boss v ∃hasSup− is not
satisfied. Thus, to obtain a model of the generalized OBDA
specification, any model I must satisfy this axiom, in addition to the assertions in A.
Remark (Extensional constraints). Mapping programs are
capable of expressing extensional constraints over the
OBDA specification, i.e., constraints over the ontology
language on the database and mappings. For instance,
the extensional constraint C ve D, which in classical
OBDA can be intuitively read as “if C(a) is contained in
the ABox, then D(a) is contained in the ABox as well.”
Such a constraints is expressible with the mapping ⊥ ←
not D(X), C(X), >(X), where ⊥ is bottom and > is the
query top of appropriate arity. This guarantees that any ∃answer set of M must satisfy this constraint. It is worth
noting that, while this is similar to integrity constraints over
the database, it is not entirely the same: the database schema
might differ greatly from the structure of the ontology, thus
allowing the possibility of describing database constraints
on an ontology level.

Complexity Results
In the general case, where the heads and bodies of mapping rules are allowed to contain arbitrary first-order formulas, reasoning over mapping programs is obviously undecidable. Indeed, consider an empty T and the mapping program
M = {R(a) ← >, H(x) ← ϕ, R(x)} for some arbitrary
first-order formula ϕ. Then M  H(a) if and only if ϕ is
a tautology, which is known to be undecidable for arbitrary
first-order ϕ. This is summarized in the following theorem.
Theorem 1. The problem of checking M  A for a given
mapping program M and a ground atom A is undecidable.

Corollary 1. Let (D, M, T ) be a generalized OBDA specification and A be a ground atom. Then (D, M, T )  A is
undecidable.
Now let (T , L) be a pair consisting of an ontology T
and a set L of formulas over the signature ΣT such that T entailment of any ϕ ∈ L is decided by an oracle O(T ,L) . In
the following we consider mapping programs M where the
heads and justifications in rules contain formulas from L.
Then to construct a T -answer set, we can employ a simple
guess-and-check algorithm using the verifier given in Algorithm 1.
Correctness of Algorithm 1 is obvious: by definition, a
set A is a T -answer set of M if and only if it is a ⊆minimal model of the T -reduct MA . Both the construction
of MA and the satisfiability-checking are done following
the respective definitions. For ⊆-minimality, it is sufficient
to check co-satisfiability of A \ {a} for every a ∈ A, since
MA is a positive program and hence monotonic.
The complexity of Algorithm 1 depends the complexity
of the oracle O(T ,L) and the following factors. Let

1. n (N ) (resp. n (N )) denote the number of positive
(resp. negative) justifications in a mapping program N ,
and
+

−

2. h(N ) denote the number of heads in a mapping program
N.

Furthermore, let |O(T ,L) | denote the complexity of the
oracle O(T ,L) . Then each of the three procedures (MAKE REDUCT, CHECK - SAT, CHECK - MIN ) in Algorithm 1 have
the following complexity:

1. MAKE - REDUCT: the oracle O(T ,L) is called on each negative justification in M, so complexity of this procedure
is n− (M) · |O(T ,L) |.

2. CHECK - SAT: the procedure evaluates to true if, for
all mapping rules m, T , A  Head(m) or T , A 
6
Body(m). Thus, the oracle co-O(T ,L) must be called on
all positive justifications in MA . If all justifications in
a rule are entailed (i.e., the co-oracle evaluates to false),
the entailment of the rule heads must be checked. Hence,
the complexity is bounded by n+ (MA ) · |co-O(T ,L) | +
h(MA ) · |O(T ,L) |.
3. CHECK - MIN: for each a ∈ A, co-satisfiability of A \ {a}
must be checked. Thus, there are |A| calls to CHECK - SAT,
where the returned value is inverted.

Algorithm 1 T -answer set verifier
input ontology T , partially ground Skolem program M,
set A ⊆ HBsk(M) :
Start
MA := MAKE - REDUCT(A, M);
if CHECK - SAT(A, MA ) and CHECK - MIN(A, MA )
then
return true;
end if
return false;
End
procedure MAKE - REDUCT(A, M)
MA := M;
for all m ∈ M do
if T ∪ A  Ji− for some i then
MA := MA \ {m};
end if
end for
remove negative clauses from MA ;
return MA ;
end procedure
procedure CHECK - SAT(A, MA )
for all m0 ∈ MA do
if T , A  Body(m0 ) and T , A 
6 Head(m0 ) then
return false;
end if
end for
return true;
end procedure
procedure CHECK - MIN(A, MA )
for all a ∈ A do
if CHECK - SAT(A \ {a}, MA ) then
return false;
end if
end for
return true;
end procedure
The total complexity of Algorithm 1 is therefore the sum of
the complexities of these three procedures:
(n− (M) + h(MA ) + |A| · n+ (MA )) · |O(T ,L) |

+(n+ (MA ) + |A| · h(MA )) · |co-O(T ,L) |.

Algortihm 1 is in fact a generalization of the verifier used
in the guess-and-check method for classical ASP: Indeed,
consider the case where T = ∅ and L is the set of all ground
atoms over the language of T . In this case, the oracle O(T ,L)
must only check membership in A, hence it is linear in the
size of A. Thus, in this setting a partially ground Skolem
mapping program is simply a classical ASP program. Therefore, brave reasoning over mapping programs is at least as
hard as classical ASP solving, i.e., is NP-hard (Lifschitz
2008).

More generally, for a given reasoning oracle O(T ,L) brave
reasoning over mapping programs is NPO(T ,L) -complete.
Theorem 2. Let (T , L) be a pair consisting of an first-order
ontology T and a set of formulas L over the language of
T such that T -entailment is |O(T ,L) |-hard for an oracle
O(T ,L) . Then for a partially ground Skolemized mapping
program M where the head and all justifications are formulas from L, T -answer set existence is NPO(T ,L) -complete.
Proof sketch. Intuitively, a NPO(T ,L) Turing machine (that
is, an NP Turing machine that allows for O(T ,L) -calls on
the tape) can be encoded as a mapping program in the same
manner as an NP Turing machine can be encoded in classical
ASP, however allowing for oracle calls in the mapping rules’
bodies.
It is worth noting that, by the preceding theorem, a partially grounded Skolemized mapping program satisfying the
conditions of Theorem 2 can be rewritten into an ASP program with oracle calls in the rule bodies. The resulting program, however, bears little resemblance to the original mapping program, as it is the encoding of the NPO(T ,L) Turing
machine.

UCQ-Rewritable Justifications
We now analyze a restriction of mapping programs that admit a natural reduction to classical ASP for query answering
and reasoning. To this end, let T be an ontology over a
decidable fragment of first-order logic. We say a formula
ϕ over ΣT is UCQ-rewritable with respect to T if the T rewriting of ϕ is equivalent to a union of conjunctive queries
(Di Pinto et al. 2013).
Then for a mapping program M where all justifications
are UCQ-rewritable with respect to T , let M, called the T rewritten program, denote the mapping program obtained
from M by replacing every justification with its rewriting
with respect to T . The T -rewritten program M is equivalent to a program containing only atoms as positive justifications and CQs as negative justifications, by well-known
logic program equivalence transformations (Lifschitz, Tang,
and Turner 1999). By abuse of notation, M will in the following denote this equivalent program.
Let us first establish the connection between mapping programs and ∃-ASP. Recall that a mapping rule can be applied
to every tuple t ∈ eval(QS , D) where T ∪ A  Ji+ [t] for all
positive justifications Jj+ and T ∪ A 6 Jj− [t] for all negative justifications Jj− . If the TBox T is empty, this statement
reduces to checking whether the justifications are certain answers w.r.t. A and hence simply checking containment in A.
This is, however, precisely the semantics of ASP with existential variables in the heads and negative bodies of rules.
Hence, mapping programs can be seen as an extension of
∃-ASP, both semantically and syntactically. This result is
summarized in the following theorem.
Theorem 3. Let M be a partially ground Skolem program
where all justifications are conjunctive queries. Then a set
A is a ∅-answer set of M iff it is a ∃-answer set of M.

The following lemma describes the relationship between
T -rewritten programs and reducts w.r.t. A, which is particularly useful when analyzing the connection between ∃-ASP
and mapping programs, as discussed in Theorem 4.
A

Lemma 1. For any A ⊆ HBsk(M) the equality M =
MA holds, where MA denotes the T -rewritten program of
MA .
Proof. Let m be a mapping rule removed from M in the
construction of the T -reduct MA , i.e., there exists some i ≤
k such that T ∪ A  J − . This is equivalent to ∅, A  Ji−
where Ji− is the T -rewriting of Ji− . Thus m is removed
A
from M in the construction of the T -reduct M . Hence
A
m ∈ M iff m ∈ MA iff m ∈ MA .
Theorem 4. Let M be a partially ground Skolem program
where all justifications are UCQ-rewritable with respect to
an ontology T . A set A is a T -answer set of M iff it is an
∅-answer set of M.
Proof. Let A ⊆ HBsk(M) and let
r : H T [t, skz (t)] ← J1+ [t], . . . , Jk+ [t]
be any rule in MA . We shall prove the statement by separately showing (1) the equivalence of rule satisfaction in
A
A
MA and M and (2) that A  MA is minimal iff A  M
is minimal.
1. Satisfaction:
Ar

⇔ if A  QS [t] and A, T  Ji+ [t] for all i ≤ k
then A  H T [t, skz (t)].

⇔ if A  QS [t] and A, ∅  Ji+ [t] for all i ≤ k

then A  H T [t, skz (t)].
⇔A  r

2. Minimality: Assume A0 ( A is a model of MA . By 1,
this is the case if and only if A0  MA . Finally, Lemma 1
A
yields the desired result that A0  M .
As a direct consequence of the preceding theorem, the
following corollary describes how query answering over an
OBDA specification using a UCQ-rewritable mapping program can be reduced to query answering over an equivalent
OBDA specification with an empty ontology.
Corollary 2. Let (D, M, T ) be an OBDA specification, M
the T -rewritten program of M, q a query over ΣT , and q its
rewriting with respect to T . Then
(D, M, T )  q[t] ⇐⇒ (D, M, ∅)  q[t]

Therefore, by Corollary 2 and Theorem 3 we find that
every UCQ-rewritable mapping program M is equivalent
(w.r.t. answer sets) to an ∃-ASP program. By results in
(Garreau et al. 2015), this can be further reduced to a classical ASP program. This is summarized in the following
theorem.
Theorem 5. For an OBDA specification (D, M, T ), where
the justifications in M are UCQ-rewritable with respect to
T , there exists an ASP program M0 such that for a query q
over T
(D, M, T )  q[t] ⇐⇒ M0  q[t],
i.e., query answering over (D, M, T ) reduces to cautious
reasoning over M0 .

Conclusion and Future Work
In this paper, we propose a new mapping framework for
ontology-based data access (and data transformation in general) that greatly enhances the mappings’ expressivity. Our
framework allows for default reasoning over the database
and ontology, as well as the expression of various epistemic
properties of the database, such as extensional constraints
and closed predicates. We have shown that in the case where
the rule body is UCQ-rewritable, this framework can be
rewritten to an equivalent ∃-ASP program, and hence query
answering reduces to cautious reasoning over ASP.
While various highly optimized ASP solvers do exist, the
data complexity involved is rather undesirable in the context of real-world OBDA and big data. Therefore, one of
the greatest priorities regarding future work is to determine
how and when the complexity can be reduced; the mapping
program should not be run on the entire data set. This could,
for instance, be addressed by splitting the program into two
parts, an easily solvable and a more difficult subprogram,
and caching which ontology concepts are easily unfolded.
In addition to such considerations, a prototype should be
implemented to demonstrate the feasibility in real contexts,
and compare our framework to existing approaches.
Acknowledgments We would like to thank the anonymous referees for their very insightful comments and suggestions.
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Abstract
A qualitative logic program (QLP) is a logic program where
a dominance is associated with each rule in the program. The
intuition is that rules with higher dominance are more plausible or more reliable. Literals in the answer sets of QLPs are
also annotated with weights, with the intuition that a literal
with a higher weight is more likely to be true. It has been
shown that QLPs can be very useful for Ontology Matching.
In this paper, we extend the power of monotonic QLPs by introducing monotonic disjunctive QLPs. We also address the
problem of computing answer sets of disjunctive QLPs and
show that answer sets of monotonic QLPs can be computed
in an “anytime” fashion, such that the literals are produced
by a descending order of their dominance. These results pave
the way for developing efficient tools for ontology matching
using disjunctive QLPs.

1 Introduction
Answer set semantics for logic programs, as defined by Gelfond and Lifschitz (Gelfond and Lifschitz 1991), treats all
rules equally. That is, all the rules in the program are considered to be of the same reliability, or dominance. In this
paper, we consider qualitative disjunctive logic programs
(QDLPs). These are disjunctive logic programs where both
negation by failure and classical negation are used, and
where the literals in the head of each rule are ranked. The
answer sets of such a program are sets of ranked literals.
Many forms of qualitative disjunctive logic programs
(QLPs) exist in the literature, e.g. (Brewka and Eiter 1999;
Mateis 1999; Lukasiewicz 1998; Ng and Subrahmanian
1992; Nicolas et al. 2006; Baral, Gelfond, and Rushton
2004; Ben-Eliyahu-Zohary et al. 2014). The work of (BenEliyahu-Zohary et al. 2014) focus on what they call monotonic QLPs, where monotonicity refers to a property of literals in the models.
The need for QLPs presented in
(Ben-Eliyahu-Zohary et al. 2014) emerged from an ontology matching project. Ontology matching is a promising
solution to the semantic heterogeneity problem as it finds
correspondences between semantically related entities of the
ontologies (Euzenat and Shvaiko 2007). These correspondences can be used for various tasks, such as ontology merging, query answering, data translation, or navigation on the
semantic web (See for example (Gal, Modica, and Jamil
2004)). Ontology matching has emerged as a crucial step

when information sources are being integrated, such as when
companies are being merged and their corresponding knowledge bases are to be united. However, with the rapid growth
of information sources, manual ontology matching has become tedious and time-consuming. To address this issue,
various automated ontology matching systems have been developed and an Ontology Alignment Evaluation Initiative
(OAEI), which organizes evaluation campaigns aiming at
evaluating ontology matching technologies, was formed (see
oaei.ontologymatching.org). Among the different approaches, we would like to mention the probabilistic
approach (see (Albagli, Ben-Eliyahu-Zohary, and Shimony
2009; Mitra, Noy, and Jaiswal 2005)) on the one hand, and
the logic and rule-based approach (Saake, Sattler, and Conrad 2005) on the other hand.
In the work presented by (Ben-Eliyahu-Zohary et al.
2014), LPmatch , a tool for ontology matching that is based
on QLPs is presented. LPmatch generally works in three
phases. The first phase uses a first-line matcher and produces an initial match. The initial match plus a set of basic
rules is input into a logic-programming-based engine (such
as (Leone et al. 2006)) to produce a set of answer sets, each
representing a possible match. Finally, the best model is selected based on the rank of the literals in the answer sets.
This is done using a novel anytime algorithm called the
Proof-Rank Algorithm. This methodology has the advantage of high flexibility, since at every phase, components
may be replaced such as the first-line matcher in Phase 1,
the set of rules (or their rank) in Phase 2, and the method of
selecting the best model in Phase 3.
The goal of the ontology matching project presented in
(Ben-Eliyahu-Zohary et al. 2014) has been to develop a tool
for semi-automatic interactive matching. This tool would
suggest to the user certain possible matches based on some
preliminary information on the similarity of the concepts.
Then, the user would accept or decline some of the matches.
The user’s feedback on the right matching would be fed into
a reasoning engine that calculates what would be the next
plausible matches based on the user’s input. LPmatch did
not use ordinary logic programs with stable model semantics as a reasoning engine, because if that reasoning engine
would have been used, they would get the result that some
pairs of nodes are candidates for a match and some are not,
but all the pairs that are possible matches would have the

same standing. There is no way to distinguish between the
possible pairs and order them according to the likelihood
of them being matched. This problem was solved by using
QLPs instead of standard logic programs, which enabled the
LPmatch developers to build a reasoning tool that provides
ordering among the possible matches.
LPmtach was evaluated and compared to a set of tools
which participated in the OAEI-2009 benchmark competition (Euzenat 2009), which was the state of the art benchmark at the time it was built. The results were very encouraging. LPmatch turned out to be as good as one of the best
five tools (out of fourteen) in the competition and for some
tests was the best matcher. Those experimental results and
the high flexibility of the tool are indications of the success
of the approach.
In this work, we aim at expanding the expressive power
of LPmatch, by adding the option to use disjunction in the
head of the rules. We define the language of qualitative disjunctive logic programs (QDLPs) and show how algorithm
Proof-Rank can be modified in order to deal with disjunctive
rules.

2

Preliminary Definitions

In this section we review concepts and results known in the
literature in the areas of extended logic programming and
ontology matching.

2.1

Extended Disjunctive Logic Programs

In this subsection we briefly review preliminary definitions
used in extended disjunctive logic programming (EDLP).
Note that only the propositional fragment of these logics
is considered here. Thus, whenever a logic program with
variables is used, it is referred to as an abbreviation of its
grounded version.
A literal is an expression of the form P or ¬P where P
is a propositional letter and the symbol 0 ¬0 denotes classical
negation. A propositional EDLP is a collection of rules of
the form
L1 | . . . |Lk ← Lk+1 , . . . , Lm , not Lm+1 , . . . , not Ln

where n, m, k ≥ 0, the symbol 0 not 0 denotes negation by
default and each Li is a literal. If 0 ≤ k ≤ 1 then the
rule is said to be non-disjunctive. A propositional EDLP is
a collection of non-disjunctive rules.
An EDLP is given semantics using answer sets (Gelfond and Lifschitz 1991), which are defined as follows: Let
Lit(P ) denote the set of literals obtained using the propositional letters occurring in P . By a context we mean any subset of Lit(P ). Let P be a negation-by-default-free EDLP. A
context is S closed under P if, for each rule L1 | . . . |Lk ←
Lk+1 , . . . , Lm in P , if Lk+1 , . . . , Lm ∈ S then, for some
i = 1, . . . , k, Li ∈ S. An answer set of P is any minimal
context S such that (1) S is closed under P and (2) if S is
inconsistent, then S = Lit(P ).
For general EDLPs answer sets are defined as follows: Let
the reduct of P w.r.t. the context S, denoted by red(P, S),
be the EDLP obtained from P by deleting (i) each rule that
has not L in its body, for some L ∈ S, and (ii) all remaining

subformulas of the form not L from rule bodies. Then, any
context S which is an answer set of red(P, S) is an answer
set of P .
A directed graph G(Π), called positive dependency
graph, can be associated with a theory Π. Specifically,
nodes in G(Π) are associated with atoms occurring in Π and,
moreover, there is a directed edge (m, n) from a node m to
a node n in G(Π) if and only if there is a clause H ← B of
Π such that the atom associated with m is in B and the atom
associated with n is in H.
HCF- Head Cycle Free programs (Ben-Eliyahu and
Dechter 1994) are EDLPs such that in the associated dependency graph there is no cycle including two atoms occurring
in the head of the same rule.
Definition 2.1 A set of literals S satisfies the body of a rule
δ if all the literals that appear positive in the body of δ are
in S and all the literals that appear negative in δ are not in
S.
According to (Ben-Eliyahu and Dechter 1994), a proof of a
literal is a sequence of rules that can be used to derive the
literal from the program.
Definition 2.2 (Proof) (Ben-Eliyahu and Dechter 1994) A
literal L has a proof w.r.t. a set of literals S and a logic program Π if and only if there is a sequence of rules δ1 , ..., δn
from Π such that:
1. for all 1 ≤ i ≤ n there is one and only one literal in the
head of δi that belongs to S.
2. L is the head of δn .
3. for all 1 ≤ i ≤ n, the body of δi is satisfied by S.
4. δ1 has no literals that appear positive in its body, and for
each 1 < i ≤ n, each literal that appears positive in the
body of δi is in the head of some δj for some 1 ≤ j < i.
Note that given a proof δ1 , ..., δn of some literal L w.r.t. a
set of literals S and a logic program Π, for every 1 ≤ i ≤ n
δ1 , ..., δi is also a proof of some literal L0 w.r.t. S and Π.
Lemma 2.3 ((Ben-Eliyahu and Dechter 1994)) Let Π be
an HCF EDLP. Then a set of literals S is an answer set of Π
if and only if each literal in S has a proof with respect to Π
and S.
We need the notion of a proof in order to define QDLPs.
Therefore, in this paper, when we refer to EDLPs we mean
HCF EDLPs.

2.2

Ontology Matching

We view ontology matching as a problem of matching labeled graphs. That is, given ontologies O and O0 (see Figure 1) plus some additional information I, we want to find
the best mapping between nodes in O and nodes in O0 ,
where “best” is considered according to some predefined
measure.
The labels in the ontology convey information, as they are
usually sequences of (parts of) words in a natural language.
The additional information I is frequently some knowledge
base containing words and their meanings, how words are
typically abbreviated, and so on. In addition, in an interactive setting, user feedback can also be seen as part of I. In

We are interested in the QDLPs where the dominance of a
literal can be characterized using the notion of a proof (See
Definition 2.2 above). As seen in Section 2, each literal in an
answer set has a proof. Intuitively, we can say that one proof
is stronger than the other if it relies on rules having higher
dominance. If the strongest proof of a literal L1 in an answer
set is based on rules that are more reliable than the rules
used in the strongest proof of a different literal L2 , then L1
should have a higher rank attached to it. Hence, we define
the dominance of a literal to be the maximal dominance of
any proof of the literal.
In QDLP, the dominance of a literal L in an answer set S
of a QDLP Π is a maximal dominance of a proof of L w.r.t.
Π and S. The dominance of a proof δ1 , ..., δk is defined by
induction as follows:
Figure 1: Fractions of ontologies to be matched

1. For each body-free rule δ in the proof, let L be a literal in
the head of δ. Then define w(L) to be the dominance of
L in δ.

this paper, we focus on performing what is called a “second
line matching,” that is, we assume that some form of similarity measure over pairs of nodes (o, o0 ) is provided by what
is called a “first line matcher” (FLM). Then, we exploit the
structure and type information of the ontologies in conjunction with the information provided by the FLM to compute
the matching.

2. Suppose L is in the head of δi for some 1 ≤ i ≤ k and
the body of δi is L1 , . . . ,Lm , not Lm+1 , . . . , not Ln , and
for each Lj , 1 ≤ j ≤ m, w(Lj ) is known. Let d be the
dominance of L in δi . Then w(L) = d ∗ w(L1 ) ∗ ... ∗
w(Lm ).

3 Montonic QDLPs

Following Definition 2.2, any prefix of a proof is a proof
as well. Monotonicity is a desired property of a QDLP semantics as it states that the dominance of a literal proven by
a prefix of a proof cannot be smaller than the dominance of
a literal proved in the entire proof. We next define when a
QDLP semantics preserves the monotonicity property.

In this section we present the concept of monotonic QDLPs.
We will then present an efficient algorithm for evaluating
QDLPs.
We assume some partially ordered set L = hT , ≤i, where
T is countable. We call the elements of T values.

Definition 3.1 (QDLP) A QDLP is an EDLP where a value
tL,δ is associated with each literal L in the head of every
rule δ. We call tL,δ the dominance of L in δ. Given a QDLP
Π, we denote by Π̂ the set of rules in Π (that is, Π̂ is Π where
we ignore the dominance of each literal in a rule).

Intuitively, in QDLPs the literals in the head of each rule are
annotated with values that are supposed to represent their
plausibility. These values are not probabilities, but rather
degrees of belief given by an expert. The values represent
the plausibility of the truth of each literal in the head given
that the literals in the body of the rules are true.
The answer sets of a QDLP Π are the same as the answer
sets of its corresponding EDLP Π̂, except that each literal
in an answer set also has a value attached to it certifying
its plausibility. This value is also called dominance and its
exact meaning will be explained soon.
Definition 3.2 (QAS) A Qualitative Answer Set, or in
short, QAS, is an answer set where a value t ∈ T is associated with each literal in the answer set. Given a QAS S,
we denote by Ŝ the set of literals in S (that is, Ŝ is S where
we ignore the value associated with each literal). A QAS S
is a QAS of a QDLP Π iff Ŝ is an answer set of Π̂ and the
value associated with each literal in S is its dominance w.r.t.
Π and Ŝ.

3. The dominance of δ1 , ..., δk is w(L), where L is the literal
in the head of δk .

Definition 3.3 (monotonicity) A QDLP semantics preserves the monotonicity property if and only if given a
QDLP Π and an answer set S for Π̂, for every proof π of
any literal L with respect to Π and S and for every proof π 0
which is a subproof of π, dominance(π) ≤ dominance(π 0 ).
A QDLP semantics that preserves the monotonicity property
is called monotonic QDLP.

4

Ontology matching with QLPs

In a research that we have conducted for a consortium of
imaging machines companies, we had to develop a semiautomatic interactive tool for ontology matching. We were
looking for an efficient algorithm that when given two ontologies, will output a table of matching candidates between
concepts of the two ontologies. The algorithm needed to offer the user initial matching candidates, and the user’s role
was to decide which ones to accept, and which ones to decline. The algorithm should then recalculate new matching
candidates, given the user’s feedback.
Suppose we would like to match the two ontologies depicted in Figure 2, where the edges represent an Is-A relation. The concepts are shortened as follows: V- Vehicles, LV
- Land Vehicles, C- Car, Cs - Cars, T - Trucks, A - Airplanes,
Tn - Train, D - Diesel, E - Electric, P - Pickup, H - Hybrid.
Assume we want to use logic programming as a reasoning

Diesel

Cars
vehicles

Electric

Trucks

Pickup

Airplanes

Father to Child
matching default:
M atch(x0 , y 0 ) ←− IsA(x0 , x), IsA(y 0 , y),
M atch(x, y), not ¬M atch(x0 , y 0 )
1.

12. match(X1, X2)

Hybrid

Land
Vehicles

match(X1, X2)

Figure 3: Two rules used in LPmatch

Car
Diesel
Train

Figure 2: Two ontologies to be matched.

tool for deciding which pair to match at each stage. We can
use the logic program Π, stated below:
Ontology 1 Concept(V),
Concept(Cs),
Concept(A),
Concept(D),
Concept(P).
IsA(Cs,V),
IsA(T,V),
IsA(D,Cs), IsA(E,Cs), IsA(P,T).

Concept(T),
Concept(E),
IsA(A,V),

Ontology 2 Concept(LV),
Concept(C),
Concept(Tn),
Concept(H).
IsA(Tn,LV), IsA(H,C), IsA(D,C).

Concept(D),
IsA(C,LV),

Child to Father matching default:
M atch(x, y) ←− IsA(x0 , x), IsA(y 0 , y),
M atch(x0 , y 0 ), not ¬M atch(x, y)
The “child to father” matching default asserts that if
two concepts match, then by default, unless the contrary
is known, their corresponding super classes match. Suppose now that the user gives us the information that concept
Diesel in Ontology 1 matches concept Diesel in Ontology
2, and we add the rule r : MSatch(D, D)←− to the program. In the answer set of Π {r} we have the following
literals (in addition to the literals that describe the ontologies): M atch(Cs, C), M atch(V, LV ). And of course, if
D and D had more ancestors in the ontology hierarchy we
would have even more “Match” literals.
Intuitively, if it is given that two concepts match, it is more
likely that their immediate predecessors match than the other
predecessors. We would like the system to be able to suggest that Cars and Car are the next best possible match.
The problem is that, using the standard ELP, we have no
way to distinguish between the “Match” literals, and therefore we cannot suggest to the user which one is probably the
next match. Another problem with using the standard logic
programming paradigm, is that it does not allow us to state
that some rules are more reliable than others. For example,
we would like to use another rule, that states the following:

0.8

←−match(Y 1, Y 2),
class subclass O1(X1, Y 1),
class subclass O2(X2, Y 2),
not ¬match(X1, X2).
0.3
←−match(Y 1, Y 2),
class subclass O1(Y 1, X1),
class subclass O2(Y 2, X2),
not ¬match(X1, X2).

However, the “father to child” matching rule and the
“child to father” matching rule are not of the same
strength. If two concepts match, it is more likely that
their immediate superclasses match than two of their
subclasses. Moreover, we would like to state in advance, before getting the initial feedback from the user,
that some matches are more plausible than others, e.g.,
M atch(Diesel, Diesel) (or in short, M atch(D, D)) is
more likely than M atch(Electric, Diesel). We can assume
this after consulting wordnet::similarity (Pedersen, Patwardhan, and Michelizzi 2004)1 .
Using QLP, the interactive ontology matching could work
as follows. First, based on concept-similarity tools, we
suggest to the user the match between Diesel of Ontology 1
and Diesel of Ontology 2. Supposing that the user confirms
this match, we continue with the QLP Π1 that includes
the description of the two ontologies (each of the literals
in the ontology description has a dominance of 1) and the
following rules. The numbers in brackets are the dominance.
M atch(x, y)(0.8)

←−

M atch(x0 , y 0 )(0.3)

←−

M atch(Diesel, Diesel)(1) ←−

IsA(x0 , x), IsA(y 0 , y),
M atch(x0 , y 0 ),
not ¬M atch(x, y)
IsA(x0 , x), IsA(y 0 , y),
M atch(x, y),
not ¬M atch(x0 , y 0 )

The answer set S1 of Π̂1 is computed, and once the
dominance of the literals in S1 is computed, it is easy to
see that M atch(Car, Cars) is the literal with the highest dominance (0.8). At this point we suggest to the user
the match between Cars of Ontology 1 and Car of Ontology 2. Supposing that the user confirms
this match,
S
we continue with the QLP Π2 = Π1 {M atch(Cs, C)},
where M atch(Cs, C) has dominance 1. The answer set
S2 of Π̂2 is generated and the dominance of the literals
in S2 is computed. It is easy to see that M atch(V, LV )
(match between Land Vehicles and Vehicles) is the literal with the highest dominance (0.8). We now suggest to the user the match between Vehicles of Ontology 1 and Land Vehicles of Ontology 2. Suppose that
1

See also http://wn-similarity.sourceforge.net.

the user denies S
this match. So we continue with the
QLP Π3 = Π2 {¬M atch(V ehicles, Land V ehicles)}
(¬M atch(V ehicles, Land V ehicles) having weight 1)
and so on. This interactive process continues until all possible matches are suggested or alternatively, until the user
decides to stop it. The tool described above could not be
developed using the standard ELP. In Section 6 we present
LPmatch, a very effective system for ontology matching that
is based on QLP.
The introduction of QDLPs, that is, the ability to use rules
with disjunction in the head, enables us to state rules that are
even more helpful. The father-to-child matching default can
now be phrased as follows:
M atch(x0 , y 0 )(0.3) | M atch(x0 , z 0 )(0.3)←−
IsA(x0 , x), IsA(y 0 , y), IsA(z 0 , y)
M atch(x, y),
not ¬M atch(x0 , y 0 )
not ¬M atch(x0 , z 0 )
with the implication that a child of a node could be
matched with any one of the children of a matched node.

5

The Proof-Rank algorithm

Given a finite monotonic QDLP Π, we can find all its QASs
using existing methods for computing answer sets. First, we
compute all answer sets of Π̂. Then, for each answer set S
of Π̂ we apply the Proof-Rank algorithm described below
to compute the dominance of each literal in the answer set.
The Proof-Rank algorithm is “anytime” in the sense that the
literal with the highest dominance is produced first, and the
rest of the literals are produced next in a descending order
of dominance. This is a desired property of the algorithm
that can be beneficial in several applications, including the
semi-automatic ontology matching application described in
the previous section.
We extend T (see Definition 3.1) with a new value γ such
that γ is less than any value in T . The algorithm uses a
heap where the literals are kept according to the value of the
variable dominance[L]. The Proof-Rank algorithm is shown
in Figure 4. The algorithm is presented assuming that the
QDLP at hand is as defined in this paper. However, it will be
very easy to adopt the Proof-Rank algorithm to handle other
monotonic QDLPs, when such languages will be developed.
The data structures that the Proof-Rank algorithm handles
are the following:
1. For each rule r in Π: body[r] is the number of literals in
the body of r for which the best proof was not found yet,
and proof-value[r] accumulates the dominance of a proof
of the literal in the head of r that uses r as the final step in
the proof.
2. For each literal L in S, dominance[L] will hold the dominance of L computed so far; proof[L] is the last rule in the
best proof for L (that is, the proof of L with the highest
dominance) found so far; final[L] is a boolean that indicates whether the best proof for L was found.
3. A heap where all the literals L are kept according to the

value of the variable dominance[L]. top[heap] is the literal at the top of the heap.
We next prove the correctness and complexity of the ProofRank algorithm.
Theorem 5.1 Algorithm Proof-Rank is correct. That is,
it computes correctly the dominance of each literal in S.
Moreover, whenever Step 6b is executed and final[L] is
set to true for some literal L, for each literal L0 in S
such that final[L0 ] = false when final[L] is set to true ,
dominance(L0 )≤ dominance(L).
Proof: The proof is by induction on the order by which the
literals are finalized in Step 7b. Let L ∈ S.
Case L is the first to be finalized: In this case L must be the
head of some empty-bodied rule r and since L was at the
top of the heap, there is no other rule r0 in red(Π, S) such
that the dominance of L in r0 is higher than the dominance
of L in r. By the monotonicity property, the dominance
of literals that are not in the heap must be less than the
dominance of L. Hence, for each literal L0 in S such that
L 6= L0 , dominance(L0 )≤ dominance(L).
Induction Step: Suppose L is the ith literal to be finalized.
By the induction hypothesis, all the literals with higher
dominance than L are already finalized, and hence, by the
monotonicity property, the dominance of the literals that
were not finalized yet cannot be higher than the dominance of L.
Theorem 5.2 Algorithm Proof-Rank is O(nlogn) time
where n is the size of Π.
Proof: Clearly, the time complexity of the first 6 steps is
O(nlogn). Steps 7a and 7b are constant time and they are
executed at most O(n) times. With proper data structures,
Step 7c and the loop in Step 7d are ran O(n) times total
during the execution of the algorithm. Steps 7d(i), 7d(ii),
7d(iii)(A), and 7d(iii)(B) are constant time. Step 7d(iii)(C)
is O(logn). Hence, the algorithm is O(nlogn) time.
We next illustrate how the algorithm works, assuming that
the QDLP is SQDLP.
Example 5.3 Suppose we are given the following QDLP
Π:1. ¬D(0.4) ← not C, 2. C(0.9) ← ¬D, 3. C(0.8) ←, 4.
A(0.5)|E(0.9) ← not B, 5. ¬D(0.8) ← A, C, 6. ¬D(0.2)
← C, 7. C(0.5)|¬D(0.6) ← E. In order to compute the
qualitative answer sets of Π, we first compute the answer
sets of Π̂, which are {C, A, ¬D} and {C, E, ¬D}. Suppose
we pick first the answer set S = {C, A, ¬D}. We then take
red(Π, S) which is: 2. C(0.9) ← ¬D, 3. C(0.8) ←, 4.
A(0.5)|E(0.9) ←, 5. ¬D(0.8) ← A, C, 6. ¬D ← C, 7.
C(0.5)|¬D(0.6) ← E. At Step 2, rule no. 7 is deleted.
We now initialize all the variables according to the algorithm and since C and A belong to S and are literals in
the head of body-free rules (Rules 3 and 4), we insert them
to the heap with the following proof and dominance values:
dominance[C] = 0.8, proof[C] = 3, dominance[A] = 0.5,
proof[A] = 4. We remove Rule 3 and Rule 4 from Π. C
has the highest dominance. We remove it from the heap, set

Input: A QDLP Π and an answer set S of Π̂.
Output: The dominance of all the literals in S.
1. Π = red(Π, S).
2. Delete from Π every rule δ such that more than one
literal in the head of δ belongs to S.
3. For each rule r ∈ Π, let body[r] = number of literals
in the body of r and proof-value[r] be the dominance
of r.
4. For each literal L in S, let dominance[L] = γ,
final[L] = false.
5. For each rule r such that body[r] = 0 let
dominance[L], where L is the literal in the head of r
that belongs to S, be the dominance of r times the
dominance of L in r and set proof[L] = r. Π =
Π − {r}.

6. Sort all the literals L with dominance > γ in a heap
by dominance[L], such that the one with the highest
dominance is on top.

7. While the heap is not empty do
(a) Let L = top[heap]. Delete L from the heap.
(b) Let final[L] = true.
(c) Delete from Π all the rules r such that L is the head
of r.
(d) For each rule r ∈ Π such that L is in the body of r,
do:
i. Decrease body[r] by 1,
ii. Set proof-value[r] = proof-value[r] ∗
dominance[L],
iii. If body[r] = 0 do the following, where L1 , ..., Lm
are all the literals in the body of r:
A. Let L0 be the literal in the head of r that belongs
to S.
B. If proof-value[r] > dominance[L0 ] then
dominance[L0 ] = proof-value[r] and proof[L0 ] =
r.
C. Move L0 to its proper place in the heap.

Figure 4: The proof-Rank algorithm

final[C] = true and delete Rule 2 from Π because C is in
the head of Rule 2. We then decrease the variable body of
Rule 5 by 1 because Rule 5 has C in the body, and set proofvalue[5] = proof-value[5]∗dominance[C] = 0.8 ∗ 0.8 =
0.64. We also decrease the variable body of Rule 6 by 1
because Rule 6 has C in the body, and set proof-value[6] =
proof-value[6]∗dominance[C] = 0.2 ∗ 0.8 = 0.16. Since
body[6] = 0 and proof-value[6] >dominance[¬D] we set
dominance[¬D] = 0.16 and proof[¬D] = 6. ¬D is inserted into the heap. Now A is on the top of the heap.
We remove A from the heap and set final[A] = true, we
decrease the variable body of Rule 5 by 1 because Rule
5 has A in the body, and set proof-value[5] to be proofvalue[5]∗dominance[A] = 0.64 ∗ 0.5 = 0.32. Since body[5]
is 0 and dominance[¬D] is 0.16, we set dominance[¬D]=
prof-value[5] = 0.32 and proof[¬D] = 5. Now ¬D is
the only literal l left in the heap. We remove it and set

final[¬D] = true. We remove Rule 5 and Rule 6 from Π. No
rules with ¬D in their body are left in Π so nothing needs
to be done in Step 6d. The heap is now empty and the algorithm terminates. So the Qualitative answer set of Π is
{C(0.8), A(0.5), ¬D(0.32)}.
The computation of the dominance of the literals in the
answer set {C, E, ¬D} is done in a similar manner.

6

Ontology Matching using LPmatch

In order to further illustrate the benefits of the QLP formalism, we now describe LPmatch, which is a QLP-based system that we have built for ontology matching. LPmatch is
composed of nineteen logic programming rules. Six of them
are presented in the paper (two in Figure 3 and four others
in Figure 5). The complete list can be found in Appendix A.
1.0

2.

¬match(X1, X2) ←−match(X1, Y 2),
class O1(X1),class O2(X2),
class O2(Y 2),X2!=Y2.
0.9
←−match(X1, Y 1),match(X2, Y 2),
4. p match(X, Y )
obp domain O1(X, X1),
obp domain O2(Y, Y 1),
obp range O1(X, X2),
obp range O2(Y, Y 2),
not ¬p match(X, Y ).
0.2
13. p match(X1, X2) ←−match(Y 1, Y 2),
dtp domain O1(X1, Y 1),
dtp domain O2(X2, Y 2),
not ¬p match(X1, X2).
0.2
15. match(X, Y )
←−p match(X1, Y 1),
obp domain O1(X1, X),
obp domain O2(Y 1, Y ),
not ¬match(X, Y ).

Figure 5: More rules used in LPmatch
The meaning of the rules is as follows. Rule 2 specifies
that the matching should be one-to-one. Rule 4 states that
Object properties X and Y are matched if their domains X1,
Y1 and their ranges X2, Y2 are matched. By Rule 13,
data type properties X1 and X2 are matched if their domains
Y1 and Y2 are matched, and by Rule 15, classes X and Y
are matched if X is a domain of object property X1, Y is a
domain of object property Y1, and object properties X1 and
Y1 are matched.

7

Related Work

There is extensive literature on QLPs (e.g. (Brewka and
Eiter 1999; Lukasiewicz 1998; Nicolas et al. 2006; Baral,
Gelfond, and Rushton 2004)). In this paper we have focused
on QLPs that their semantics can be characterized using the
notion of a proof. We have identified two such formalisms
that are monotonic: possibilistic logic programs (Dubois,
Lang, and Prade 1991; Nicolas et al. 2006) and Qualitative
logic programs of Van Emden (Emden 1986). Prioritized
defaults (e.g. (Brewka and Eiter 1999)) enable specifying
priorities among defaults so that one answer set is preferred
over the other, but it is not possible to rank literals in one

answer set according to their likelihood. P-log is a rich language that combines logical and probabilistic arguments in
its reasoning (Baral, Gelfond, and Rushton 2004). However,
P-log ranks models and not literals and hence it is not suitable for the interactive approach described in (Ben-EliyahuZohary et al. 2014). As far as we know, none of the above
formalisms was used for building an ontology matching tool.
The framework of possibilistic uncertainty handling for
answer set programming (Nicolas and Lefèvre 2005; Nicolas et al. 2006; Bauters et al. 2011) is similar to ours in
several respects. First, a degree of belief is assigned to
every rule and every atom in an answer set. Second, efficient algorithms that use existing systems for answer set
programming like Smodels (Niemelä and Simons 1997) are
provided. However, our framework has advantages over the
possibilistic approach. First, the possibilistic stable models framework is not suitable for applications like ontology
matching as presented in Section 4 because it lacks two important features that our system has. While our algorithm
computes the dominance of the literals in an answer set in an
order from the most dominant to the least dominant, the possibilistic stable models are not computed in this fashion. In
addition, possibilistic stable models do not reflect the intuition that literals having long and weak default proofs should
be less dominant than literals with short and strong default
proofs.
Ontology matching is a well studied problem, with various approaches that are too numerous to be outlined here in
detail. We would like to mention the logic and rule-based
approach of Saake et al. (Saake, Sattler, and Conrad 2005).
Saake et al. present Datalog-like logical rules for schema
matching. However, they did not implement their ideas in a
practical formalism.
Details about the OAEI initiative can be found in the website oaei.ontologymatching.org. The website also
includes surveys and tools description. The 2009 campaign
is summarized in (Euzenat 2009). We note that none of the
systems that participated in the competition used logic programming. Falcon, the tool that we used as a FLM is described in (Hu and Qu 2008). A prominent component of
Falcon is Falcon-AO, an automatic ontology matching system that helps actualize interoperability between (Semantic)
Web applications that use different but related ontologies.
As shown in (Ben-Eliyahu-Zohary et al. 2014), LPmatch has
better results than Falcon in the OAEI-2009 initiative.
Niepert et al. (Niepert, Meilicke, and Stuckenschmidt
2010) use a probabilistic-logical framework to solve the
ontology matching problem. There are significant differences between their approach and ours. First, the rules in
(Niepert, Meilicke, and Stuckenschmidt 2010) are probabilistic, where the weights on rules in our case represent utility or preference. As such they are more user-oriented and
intuitive. Secondly, while (Niepert, Meilicke, and Stuckenschmidt 2010) converts the problem to a MAX-SAT problem
and attempts to find a single optimal solution, our approach
is divided into multiple phases (FLM, dlv, QLP), where at
each phase we can select the solution (model) based on different criteria. This provides much more flexibility in adapting the solution to the domain. Finally, while the approach

in (Niepert, Meilicke, and Stuckenschmidt 2010) is evaluated only on one set of ontologies, the ”conference” suit,
we evaluated our approach on the entire benchmarks tests of
OAEI-2009.

8

Conclusions

QLPs have been proven quite fit for ontology matching.
We have presented here the class of monotonic disjunctive
QLPs, and introduced the Proof-Rank algorithm which is an
efficient anytime algorithm for computing the dominance of
all the literals in a given answer set of a monotonic QDLP.
It is left to experiment with this new language and see how
it preforms in ontology matching. This is only a preliminary
report.

A

The rules used in LPmatch

1. match(X1, X2)

2. ¬match(X1, X2)

3. ¬match(X1, X2)

4. p match(X, Y )

5. ¬p match(X1, X2)

6. ¬p match(X1, X2)

7. match(X, Y )

8. match(X2, Y 2)

9. match(X3, Y 3)

0.8

←− match(Y 1, Y 2),
cl subcl O1(X1, Y 1),
cl subcl O2(X2, Y 2),
not ¬match(X1, X2).
1.0
←− match(X1, Y 2),
class O1(X1),
class O2(X2),
class O2(Y 2),X2!=Y2.
1.0
←− match(Y 1, X2),
class O1(X1),
class O1(Y 1),
class O2(X2),
X1!=Y1.
0.9
←− match(X1, Y 1),
match(X2, Y 2),
obp domain O1(X, X1),
obp domain O2(Y, Y 1),
obp range O1(X, X2),
obp range O2(Y, Y 2),
not ¬p match(X, Y ).
1.0
←− p match(X1, Y 2),
property O1(X1),
property O2(X2),
property O2(Y 2),
X2!=Y2.
1.0
←− p match(Y 1, X2),
property O1(X1),
property O1(Y 2),
property O2(X2),
X1!=Y1.
0.95
←− match(X1, Y 1),
match(X2, Y 2),
cl subcl O1(X, X1),
cl subcl O2(Y, Y 1),
cl subcl O1(X2, X),
cl subcl O2(Y 2, Y ),
not ¬match(X, Y ).
0.9
←− match(X1, Y 1),
match(X, Y ),
cl numsubcl O1(X, 2),
cl numsubcl O2(Y, 2),
cl subcl O1(X, X1),
cl subcl O1(X, X2),
cl subcl O2(Y, Y 1),
cl subcl O2(Y, Y 2),
X1!=X2,Y1!=Y2,
not ¬match(X2, Y 2).
0.9
←− match(X1, Y 1),
match(X2, Y 2),
match(X, Y ),
cl numsubcl O1(X, 3),
cl numsubcl O2(Y, 3),
cl subcl O1(X, X1),
cl subcl O1(X, X2),
cl subcl O1(X, X3),
cl subcl O2(Y, Y 1),
cl subcl O2(Y, Y 2),
cl subcl O2(Y, Y 3),
X1!=X2,X1!=X3,
X2!=X3, Y1!=Y2,
Y1!=Y3,Y2!=Y3,

0.8

10. p match(X1, X2)

←−

11. p match(X, Y )

←−

12. match(X1, X2)

←−

13. p match(X1, X2)

←−

14. match(X1, X2)

←−

15. match(X, Y )

←−

16. match(X, Y )

←−

17. p match(X1, X2)

←−

18. match(C1, C2)

←−

19. p match(P 1, P 2)

←−

0.95

0.3

0.2

0.2

0.2

0.2

0.3

1.0

1.0

not ¬match(X3, Y 3).
p match(Y 1, Y 2),
pr subpr O1(X1, Y 1),
pr subpr O2(X2, Y 2),
not ¬p match(X1, X2).
p match(X1, Y 1),
p match(X2, Y 2),
pr subpr O1(X, X1),
pr subpr O2(Y, Y 1),
pr subpr O1(X2, X),
pr subpr O2(Y 2, Y ),
not ¬p match(X, Y ).
match(Y 1, Y 2),
cl subcl O1(Y 1, X1),
cl subcl O2(Y 2, X2),
not ¬match(X1, X2).
match(Y 1, Y 2),
dtp domain O1(X1, Y 1),
dtp domain O2(X2, Y 2),
not ¬p match(X1, X2).
p match(Y 1, Y 2),
dtp domain O1(Y 1, X1),
dtp domain O2(Y 2, X2),
not ¬match(X1, X2).
p match(X1, Y 1),
obp domain O1(X1, X),
obp domain O2(Y 1, Y ),
not ¬match(X, Y ).
p match(X1, Y 1),
obp range O1(X1, X)
obp range O2(Y 1, Y ),
not ¬match(X, Y ).
p match(Y 1, Y 2),
pr subpr O1(Y 1, X1),
pr subpr O2(Y 2, X2),
not ¬p match(X1, X2).
p match(P 1, P 2),
restrict O1(C1, P 1, T 1),
restrict O2(C2, P 2, T 2),
T1==T2,
not ¬match(C1, C2).
match(C1, C2),
restrict O1(C1, P 1, T 1),
restrict O2(C2, P 2, T 2),
T1==T2,
not ¬p match(P 1, P 2).

Here is the meaning of each rule:
Rule 1: Classes X1 and X2 are matched if their subclasses
Y1 and Y2 are matched.
Rules 2-3: The matching is 1:1.
Rule 4: Object properties X and Y are matched if their domains X1, Y1 and their ranges X2, Y2 are matched.
Rules 5-6: Each property is matched once.
Rule 7: Classes X and Y are matched if their subclasses X1,
Y1 and their super classes X2, Y2 are matched.
Rule 8: Classes X2 and Y2 are matched if their super
classes X and Y (resp.) have exactly 2 subclasses, X and

Y are matched, and their other subclasses X1, Y1 (resp.)
are also matched.
Rule 9: Classes X3 and Y3 are matched if their super
classes X and Y have exactly three subclasses; X has subclasses X1, X2, X3 and Y has subclasses Y1, Y2, Y2; X
and Y, X1 and Y1, X2 and Y2 are matched.
Rule 10: Properties X1 and X2 are matched if their subproperties Y1 and Y2 are matched.
Rule 11: Properties X and Y are matched if their subproperties X1, Y1 and superproperties X2, Y2 are matched.
Rule 12: Classes X1 and X2 are matched if their superclasses Y1 and Y2 are matched.
Rule 13: Data type properties X1 and X2 are matched if
their domains Y1 and Y2 are matched.
Rule 14: Classes X1 and X2 are matched if X1 is a domain of data type property Y1, X2 is a domain of data
type property Y2 and data type properties Y1 and Y2 are
matched.
Rule 15: Classes X and Y are matched if X is a domain of
object property X1, Y is a domain of object property Y1
and object properties X1 and Y1 are matched.
Rule 16: Classes X and Y are matched if X is a range of
object property X1, Y is a range of object property Y1
and object properties X1 and Y1 are matched.
Rule 17: Properties X1 and X2 are matched if their super
properties Y1 and Y2 are matched.
Rule 18: Classes C1 and C2 are matched if C1 defines restriction of type T on property P1, C2 defines restriction
of the same type T on property P2 and properties P1, P2
are matched.
Rule 19: Properties P1 and P2 are matched if class C1 defines restriction of type T on property P1, class C2 defines
restriction of same type T on property P2 and classes C1,
C2 are matched.
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Abstract
Repair-based techniques are a standard way of dealing with
inconsistency in the context of ontology based data access
and several inconsistency-tolerant inferences have been proposed. In this paper we present a generic ∃-ASP encoding of
the most known techniques in order to obtain an one-to-one
correspondence between repairs and answer sets allowing for
computing the result of inconsistency-tolerant inferences.

1 Introduction
Query answering from inconsistent ontologies is one of
the challenging problems that received a lot of attention
in recent years, e.g. (Bienvenu et al. 2014; Lukasiewicz
et al. 2015; Benferhat et al. 2015; Bienvenu et al. 2016;
Wan et al. 2016; Baget et al. 2016). Inconsistency may
arise due to several reasons: merging, integration, evolution, revision, etc. In this paper, we place ourselves in the
context of ontology-based data access, (OBDA) where the
generic knowledge (ontological knowledge) is assumed to
be satisfiable and fully reliable. In such a setting, inconsistency comes from the data, i.e. occurs when some assertional
facts contradict some constraints imposed by the ontological
knowledge. As ontology language we use existential rules.
Existential rules (also called Datalog+/-) have been proposed for representing ontological knowledge, specifically
in the context of Ontology-Based Data Access, that aims to
exploit ontological knowledge when accessing data (Calì et
al. 2009; Baget et al. 2009). These rules allow for asserting
the existence of unknown individuals, a feature recognized
as crucial for representing knowledge in an open domain
perspective. Existential rules generalize lightweight description logics, such as DL-Lite and EL (Calvanese et al. 2007;
Baader et al. 2005) and overcome some of their limitations
by allowing any predicate arity as well as cyclic structures.
Existing works in OBDA, e.g. (Lukasiewicz et al. 2012;
Bienvenu 2012; Bienvenu and Rosati 2013; Lembo et al.
2015), have studied different inconsistency-tolerant query
answering semantics closely related to works on consistent query answering from inconsistent Databases (e.g.
(Chomicki 2007; Bertossi 2011)) or inference from inconsistent propositional logic knowledge bases, e.g. (Benferhat et
al. 1993; Nebel 1994; Benferhat et al. 1997). Recently a unified framework combining modifiers (way of computing the
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repairs) and inference strategies has been proposed for query
answering ontological knowledge bases represented with existential rules (Baget et al. 2016). This unified framework
covers most known semantics and introduces new ones.
Answer Set Programming (ASP) is a very convenient
paradigm to represent knowledge in Artificial Intelligence
(AI), especially when information is incomplete (Baral
2008). It has its roots in nonmonotonic reasoning and logic
programming and has led to a lot of works since the seminal paper (Gelfond and Lifschitz 1988). Beyond its ability
to formalize various problems from AI, ASP also provides
an interesting way to practically solve such problems since
some efficient solvers are available.
∃-ASP (Garreau et al. 2015) generalizes existential rules.
It admits a conjunction of atoms in the head of rules, a conjunction of atoms for each atom of the negative body of
rules, a relaxed safety property in order to accept existential variables in the head and the negative body of rules not
appearing in the positive body of rules. Though ∃-ASP is
equivalent to a subset of classical ASP, it benefits from decidability results obtained for existential rules (Baget et al.
2014a) and its implementation ASPeRiX (Lefèvre and Nicolas 2009; Lefèvre et al. 2015) (which does not rely upon a
preliminary grounding) avoids to face the preliminary computation of an infinite Herbrand domain.
The aim of the paper is to deal with the problem of repairing inconsistent existential ontologies within the ASP framework. The recent extension of standard ASP with existential
variables makes it possible to represent existential ontologies within this framework. The contribution of the paper
is to provide a generic encoding of the most known repairbased techniques within a ∃-ASP program such that there
is a one-to-one correspondence between repairs and answer
sets.
The paper is organized as follows. The paper first reminds
the framework of existential rules in Section 2, then the ASP
extension in Section 3, it then recalls the most known repairbased techniques 4. Section 5 presents a generic encoding
of these repair-based techniques and shows the one-to-one
correspondence between repairs and answer sets before concluding showing how this can be used for computing main
inconsistency-tolerant inferences.

2 Existential rules
We consider a vocabulary V consisting of three disjoint sets,
the set P of predicate names, the set F of function symbols (each provided with an arity) and the set C of constants.
Disjoint with the vocabulary, we also consider a set X of
variables. In what follows, constants will be notated in lowercase and variables in uppercase. The set of terms is defined inductively as follows: constants and variables alike
are terms, and if f ∈ F is a function symbol of arity k and
t1 , . . . , tp are terms, then f (t1 , . . . , tp ) is also a term.
An atom is an object of form p(t1 , . . . , tk ), where p is
a predicate name of arity k and the ti are terms. An atom
is said basic when none of its terms involve any function
symbol, and is said grounded when no variable is used to
define any of its terms. By extension, a set of atoms is said
basic (resp. grounded) when all its atoms are basic (resp.
grounded).

2.1

Homomorphisms

A substitution is a mapping σ from a set of variables to a
set of terms. If A is a set of atoms and σ is a substitution,
we note σ(A) the set of atoms obtained, for each variable x
appearing both in an atom of A and the domain of σ, by replacing non-recursively each occurence of X in A by σ(X).
Example 1. Let A = {p(f (X, Y ), Z), q(X, a)} and
σ : X 7→ f (X, a), Y 7→ X. Then σ(A) =
{p(f (f (X, a), X), Z), q(f (X, a), a)}.

Let F and Q be two sets of atoms. A homomorphism from
Q to F is a substitution σ such that σ(Q) ⊆ F . If we note
φ(A) the first-order logics (FOL) formula obtained by the
conjunction of the atoms in A, and Φ(A) the existential closure of φ(A), it is well known that Φ(F ) |= Φ(Q) iff there
exists a homomorphism from Q to F . Let σ be a bijective
substitution from the variables of F to a fresh set of constants (that appear neither in F nor in Q). The ground set
of atoms σ(F ) is called a grounding of F and it holds that
Φ(F ) |= Φ(Q) iff Φ(σ(F )) |= Φ(Q).

2.2

Skolemized existential rules

An existential rule is of form B → H where both the body B
and the head H are sets of basic atoms. We often note such
~ Y
~ ] → H[Y
~ , Z],
~ where the variables in X
~ are
a rule B[X,
~ (called
those that appear only in the body, the variables in Y
the frontier) are those that appear both in the body and the
~ (called existential variables) are those
head, and those in Z
that appear only in the head. The FOL formula associated
~ Y
~ (φ(B) → (∃Zφ(H))).
~
with this existential rule is ∀X∀

Example 2. The FOL formula associated with
p(X, Y ), r(X, Y 0 , a)
→
r(Y, Y 0 , Z), p(Z, Z 0 ) is
∀X∀Y ∀Y 0 (p(X, Y ) ∧ r(X, Y 0 , a) → (∃Z∃Z 0 r(Y, Y 0 , Z) ∧
p(Z, Z 0 ))).

~ and existential
Let R = B → H be a rule with frontier Y
~ Let us consider a substitution σR that maps each
variables Z.
~ to a functional term fzR (Y
~ ). Then
existential variable Z ∈ Z
we say that sk(R) = B → σR (H) is a skolemization of R.

Example 3. Let R be the rule given in Example 2.
Then sk(R)
=
p(X, Y ), r(X, Y 0 , a)
0
R
0
R
r(Y, Y , fZ (Y, Y )), p(fZ (Y, Y 0 ), fZR0 (Y, Y 0 )).

2.3

→

Derivations with skolemized rules

Consider now a set of atoms F and a skolemized existential
rules R = B → H. We say that R is applicable to F when
there exists a homomorphism σ from B to F . In that case,
the application of R on F according to σ produces a set of
atoms α(F, R, σ) = F ∪ σ(H). Note that when F is ground,
α(F, R, σ) is also ground.
Example 4. Let R be the rule given in Example 3, and F = p(a, g(b)), r(a, g(b), a). The substitution σ : X 7→ a, Y 7→ g(b), Y 0 7→ g(b) is
a homomorphism from B to F and α(F, R, σ) =
F
∪ {r(g(b), g(b), fZR (g(b), g(b))), p(fZR (g(b), g(b)),
R
fZ 0 (g(b), g(b)))}.
Let F be a set of atoms and R be a set of rules. A Rderivation from F is a (possibly infinite) sequence F =
F0 , F1 , . . . , Fi , . . . such that, ∀i > 0, there exists a rule
R = B → H ∈ R and a homomorphism σ from B to
Fi−1 such that Fi = α(Fi−1 , R, σ). The result of a finite
derivation F0 , . . . , Fk is the set of atoms Fk , when it is infinite we define it as the (infinite) union of all Fi . A derivation
is said full when, for every rule R = B → H ∈ R, for every
homomorphism σ from B to the derivation result, there exists some Fi in the derivation such that Fi+1 = α(Fi , R, σ).
Any full R-derivation on F produces the same result, and
we call that result the R-closure of F and note it ClR (F )
(or simply Cl(F ) when there is no possible ambiguity on
the set of rules used). When we consider a set Π = F ∪ R
as a program (as in Sect. 3), we note Cl(Π) = ClR (F ).
Theorem 1. Let F and Q be two basic sets of atoms, and
R be a set of existential rules. We note Fg a grounding of F
and Rs the set of skolemized rules of R. Then ClRs (Fg ) is
a universal model for basic set of atoms, i.e., F, R |= Q iff
there is a homomorphism from Q to ClRs (Fg ).

2.4

The Skolem Chase

Deciding whether or not F, R |= Q is an undecidable problem. However, for all positive instances of the problem,
a homomorphism from Q to ClRs (Fg ) can be found after finitely many steps of a breadth first derivation. Such a
derivation is called the skolem chase. For a more precise relationship between the skolem chase and other chases found
in the litterature, the reader can refer to (Baget et al. 2014b).
A lot of work has been devoted to predicting that the chase
will stop. Acyclicity conditions on a set of existential rules
such as the ones presented in (Baget et al. 2014a) ensure that
the closure ClRs (Fg ) will be finite.

3
3.1

Existential ASP

Syntax

An existential ASP rule (or ∃-ASP rule) is of form H ←
B + , not B1− , . . . , not Bk− where the positive body B + , the
negative bodies B − and the head H are basic sets of atoms.

Intuitively, such a rule means “if the positive body is verified, and none of the negative bodies is verified, then we can
conclude with the head”. To make our definitions easier to
read, and without loss of generality (see the safety condition
in (Garreau et al. 2015)), we consider that all variables appearing in negative bodies also appear in the positive body.
An ∃-ASP program is a set ΠF of basic atoms and a set ΠR
of ∃-ASP rules.
As for existential rules, we can skolemize ∃-ASP
rules respecting the safety condition as follows: the
skolemization of the previous rule results in σ(H) ←
B + , notB1− , . . . , notBk− , where σ(H) ← B + is the
skolemization of H ← B + , as defined for existential rules.
The skolemization of an ∃-ASP program is defined by the
grounding of ΠF and the skolemization of ΠR .
Example
5.
Let
r(X, Z)
←
p(X, Y ), not q(X), not (r(Y, a), r(a, b)) be an existential ASP rule. Its skolemization is r(X, fZR (X)) ←
p(X, Y ), not q(X), not (r(Y, a), r(a, b)).
Note that the skolemization of an existential ASP program
(without function symbol)can be expressed in standard ASP
program with function symbols (Garreau et al. 2015).

3.2

Semantics

In what follows we consider Π an ASP program obtained
from the skolemization of an existential ASP program. We
consider rules with empty bodies as (ground atoms). Let CΠ
be the set of constants appearing in Π and FΠ be the set of
function symbols appearing in Π. The Herbrand domain of
Π is the minimal set of ground terms HΠ such that CΠ ⊆
HΠ and, if f ∈ FΠ is a function symbol of arity k and
h1 , . . . , hk are in HΠ , then f (h1 , . . . , hk ) is also in HΠ . If
R = H ← B + , not B1− , . . . , not Bk− is a rule in Π and
σ is a substitution from all its variables in to HΠ , then the
rule σ(R) = σ(H) ← σ(B + ), not σ(B1− ), . . . , not σ(Bk− )
is a grounding of R. The grounding of a program Π is the
program obtained from all possible groundings of all rules
in Π. Not that, even though Π is finite, its Herbrand domain
is infinite as soon as Π contains a constant and a function
symbol of arity ≥ 1. The grounding of Π is in that case
infinite.
Let us now consider the grounding ΠG of Π and a (possibly infinite) set of ground atoms E. The reduct of ΠG with
respect to E, denoted ΠG
|E , is the minimal set that contains
all (ground) atoms of ΠG and, for each skolemized ∃-ASP
rule R = H ← B + , not B1− , . . . , not Bk− in ΠG , if there
is no Bi− such that Bi− ⊆ E, then H ← B + (called the
positive part of R) is a skolemized existential rule of ΠG
|E .
Finally, E is an answer set (stable model) of Π when E =
Cl(ΠG
|E ). We define the answer sets of an existential ASP
program as the answer sets of its skolemization. Note that
it is not a neutral choice, for a semantic point of view (see
the discussion in (Baget et al. 2014b) where using different
chases can lead to different semantics and different answer
sets).

3.3

Computation

Given an ASP program Π, most solvers rely upon a 2-step
algorithm that first compute the grounding ΠG of Π, then
use ΠG to build an answer set E (using some kind of backtrack algorithm or a SAT solver). However, the grounding
becomes infinite as soon as function symbols (such as the
ones obtained from the skolemization of an existential ASP
program) are involved. Some solvers can try to extract from
the grounding rules that have no chance to be involved in the
second step, but doing that optimally would require to effectively compute that second step, making the 2-steps separation useless.
On the other hand, the ASP solver ASPeRiX (Lefèvre and
Nicolas 2009; Lefèvre et al. 2015) does not require grounding to compute answer sets (indeed, using homomorphisms
during the computation is equivalent to generate the grounding of a rule that is effectively required at that step of a computation). Since our proofs in Section 5 heavily rely upon
the soundness and completeness of that algorithm, we explain here its basic version (without any optimisation).
In ASPeRiX, given an ASP program Π obtained from the
skolemization of an existential ASP program, a computation
is an incremental development of a (possibly infinite) binary
tree. Each node of this tree contains 3 fields: IN is the set of
ground atoms that have been proven in the current branch,
OUT is a set of forbidden sets of ground atoms, and MBT
(Must Be True) is a set of mandatory disjunctions of set of
ground atoms.
Initially, the tree contains a single node, its root, whose
IN field contains all ground atoms of Π, and whose fields
OUT and MBT are both empty. At each step, the computation selects a leaf n of the tree and a rule R = H ←
B + , not B1− , . . . , not Bk− such that there exists a homomorphism σ from B + to IN(n) and (R, σ) has not already been
evaluated on n nor any of its ancestors. Now we say that
(R, σ) is evaluated on n and there is 3 possible outcomes:
• blocked case if there exists a negative body Bi− in R
such that σ(Bi− ) ⊆IN(n), meaning that one of the negative bodies appears in IN(n), then this step produces nothing (except for the marking that this evaluation has been
done).
• positive case if R = H ← B + contains no negative body, then we update IN(n) with the result of the
rule application, and do not change OUT nor MBT. Then
IN (n) ← α( IN (n), R, σ) = IN (n) ∪ σ(H).

• choice case otherwise we create two children n1 and
n2 of n. In n1 we effectively apply the rule and forbid
its negative bodies to appear in the final result, in n2
we must prove that we have the right not to apply
it by finding one of the negative bodies in the final
result. Then IN(n1 ) ← α(IN(n), R, σ) =IN(n) ∪
σ(H), OUT(n1 )
←OUT(n) ∪1≤i≤k {σ(Bi− )},
MBT (n1 )
←MBT(n) and IN(n2 )
←IN(n),
OUT (n2 )
←OUT(n) , MBT(n2 )
←MBT(n) ∪
{∨1≤i≤k σ(Bi− )}.

Consider a (possibly infinite) branch of this tree. Similarly
to what was done for derivations, we define the result of that

branch as the (possibly infinite) union, for all nodes n in
that branch, of the IN(n). When such a branch is finite, its
result is IN(l), where l is the leaf of the branch. A branch is
said full when, for every rule R and every homomorphism
σ from B + to the branch’s result, (R, σ) has been evaluated
on some node of the branch. If n is a node of a branch and
B is a set of atoms, we say that B satisfies OUT(n) when,
for every set of atom O ∈OUT(n), O 6⊆ B. In the same way,
we say that B satisfies MBT(n) when, for every disjunction
M1 ∨ . . . ∨ Mk ∈MBT(n), there exists a Mi such that Mi ⊆
B. A branch is said OUT-valid (resp. MBT-valid) when its
result satisfies OUT(n) (resp. MBT-(n)) for every node n in
the branch. A branch that is both OUT-valid and MBT-valid
is said valid.
Theorem 2 (basically (Garreau et al. 2015)). Let Π be an
ASP program obtained from the skolemization of an existential ASP program. Then A is an answer set of Π iff A is the
result of a full valid branch in the computation of Π.

3.4

Some useful properties

It is first important to note that, when the positive part of
rules satisfy the acyclicity conditions presented in (Baget et
al. 2014b), then the computation produces a finite tree. In
that case, validity of a branch admits a simpler characterization: a branch is OUT-valid (resp. MBT-valid) when IN(l)
satisfies OUT(l) (resp. MBT(l)), where l is the leaf of the
branch.
Then we point out that the monotonic increase of the field
IN : if a node n0 is a descendant of a node n, then IN (n) ⊆
IN (n0 ). It follows that if there is a node n in the computation
tree such that IN(n) does not satisfy OUT(n), then no branch
containing n is OUT-valid, so we can cut the development of
the computation tree for node n.
Such an optimization is more difficult to achieve using the
MBT field, to stop the development of the computation tree
for node n, we have to prove that there exists a disjunction
M1 ∨ . . . ∨ Mk ∈MBT(n) and a set of atoms Mi that will
never be contained in the IN field of any descendant of n.
Very simple arguments are used to achieve that effect in the
ASP programs we discuss in Section 5.

4

Repairs

We now recall the definitions of repairs (Arenas et al. 1999;
Lembo et al. 2010; Bienvenu 2012) rephrased within the
framework of existential rules. Let K = (F, R, N ) be a
knowledge base where F is a set of ground atoms, R is a
set of existential rules, and N is a set of negative constraints
, i.e. a set of rules of form ⊥ ← B where B is a set of basic atoms and ⊥ is the absurd symbol. We say that a set of
atoms F is consistent w.r.t. (R, N ) when (F, R, N ) 6|= ⊥, ,
i.e. when Cl(F, R ∪ N ) does not contain ⊥. Our knowledge
base is thus consistent when F is consistent w.r.t. (R, N ).
Different kind of repairs can be considered when the knowledge base is inconsistent:
• (Standard) repairs A repair of K is an inclusionmaximal subset F 0 of F that is consistent w.r.t. (R, N ),
and we note F 0 ∈ R(K);

• Closed repairs If X is a set of atoms, we call ground
positive closure of X and note g + Cl(X) the restriction
of Cl(X, R) to basic ground atoms (whose terms are
only constants, and not obtained with function symbols).
A closed repair of K is a set of basic ground atoms
F 00 = g + Cl(F 0 ), where F 0 is a standard repair of K, and
we note F 00 ∈ CR(K).
• Repairs of closure. A repair of the closure of K is a
standard repair F 0 of (g + Cl(F, R), R, N ), and we note
F 0 ∈ RC(K).

Recently a unified framework combining modifiers (way
of computing the repairs) and inferences strategies has been
proposed for query answering ontological knowledge bases
represented with existential rules (Baget et al. 2016). This
unified framework covers most known semantics and introduces new ones. The semantics are denoted by h◦i , si where
◦i is a modifier and s ∈ {∀, ∃, ∩, maj} are inference strategies. Within this framework ◦1 computes the set of repairs,
◦5 computes the closed repairs and ◦7 compute the repairs
of the closure.

5

Computing repairs with ∃-ASP

In this section we describe the transformation from a knowledge base K = (F, R, N ) into a generic ∃-ASP program
Π. Though this program is intended to compute “repairs”
in the broad sense, two configurable modules (namely selection and display rules) are used to obtain the program’s
intended behaviour. In particular, we show that, given specific rules, this program can compute the repairs, the closed
repairs or the repairs of the closure of K. This transformation
relies upon the following steps: 1) K is put into its skolemized form K = (F, Rsk , N ), 2) the user selects the select
and display transformation scheme desired, 3) The transformation builds the program Π, using an extended vocabulary,
4) we use an ASP solver to compute the answer sets of the
program Π, 5) the restriction of those answer sets to the original vocabulary provides the intended result.
In Section 5.1 we define our transformation, in Section
5.2 we analyze the general form of a computation tree of
such a program, and in Section 5.3 we provide the formal
equivalence results between the answer sets of those computations and repairs.

5.1

Transformation into ∃-ASP

Our knowledge base is built upon an original vocabulary V.
For every predicate name p ∈ V, we consider different versions of p that will be used in the extended vocabulary of our
∃-ASP program: pi for initial predicate, pp for possible predicate, pn for forbidden predicate, pc for chosen predicate, ps
for may be selected predicate, pv for valid predicate, pg for
ground predicate, and pd for display predicate.
If A is a set of atoms built upon the original vocabulary,
we note Ax the set of atoms px (~t) built upon the extended
vocabulary where p(~t) is an atom of A.
The ∃-ASP program Π is obtained as follows:
Encoding of initial facts Π contains Fi (every atom of F is
considered as an initial fact of the program Π).

Encoding of positive closure For every predicate name in
~ ← pi (X),
~ those rules
V, we have a rule of form [P1 :] pp (X)
assert that every initial atom is possible; and for every rule
~ → H(X,
~ Y
~ ) in Rsk , we have a rule of form [R1 :]
B(X)
~ Y
~ ), f ct(Y1 ), · · · f ct(Yk ) ← Bp (X)
~ where the Yi
Hp (X,
are the functional terms of the head of the skolemized rule,
those rules are used to encode the positive closure Cl(F, R)
with possible atoms, and to “mark” functional terms. Finally, for every predicate name p ∈ V, we have a rule of
~ ← pp (X),
~ notf ct(X1 ), · · · notf ct(Xk )
form [P2 :] pg (X)
asserting that every possible atom using no functional term
is ground.
Selection strategy Those configurable rules provide the user
strategy to define which atoms (of form ps ) are selectable,
i.e. can appear or not in the “repairs”. We provide here two
such strategies: SEL1 says that every initial atom is selectable. For every predicate name p ∈ V, we have a rule
~ ← pi (X).
~ SEL2 says that every ground possi[S1 :] ps (X)
ble atom is selectable. For every predicate name p ∈ V, we
~ ← pg (X).
~
have a rule [S2 :] ps (X)

Choice rules These rules form the core of our program,
since they will build all possible subsets of selectable atoms.
They say that every atom that is selectable and not forbidden
~ ← ps (X),
~ not pn (X).
~
must be chosen. [P3 :] pc (X)
Definition of contexts For every atom p(~t), the atom
pv (~t, c) asserts that p(~t) is valid in the context c. All
chosen atoms are valid in the base context. This is encoded, for each predicate name p ∈ V, by the rule [P4 :]
~ base) ← pc (X).
~ An atom p(~t) that is not chosen will
pv (X,
be valid in its own context, encoded by the term ctx(p, ~t).
This is encoded, for each predicate name p ∈ V, by the
~ ctx(p, X)),
~ context(ctx(p, X))
~ ← ps (X),
~
rule [P5 :] pv (X,
~ Finally, we say that every atom valid in the base
not pc (X).
context is also valid in any other context. For each pred~ C) ←
icate name p ∈ V, we have the rule [P6 :] pv (X,
~ base), context(C). The base context encodes the
pv (X,
chosen atoms. Every other context encodes the adding of
one particular unchosen atom to the already chosen ones.
Intuitively, to obtain a repair we will have to prove that the
base context is consistent and that all other contexts are not,
meaning that the base context is maximal.
Context closure Every atom that can be deduced from those
valid in a particular context will also be valid in that con~ →
text. For every skolemized existential rule of form B(X)
~ we obtain the rule [R2 :] Hv (X,
~ C) ← Bv (X,
~ C).
H(X),
Then we say that if a constraint is violated in a given context, that context is absurd. For any constraint in N of the
~1 ), · · · , pk (X~k ) → ⊥ we add the rule of form
form p1 (X
~1 , C), · · · , pkv (X~k , C).
[C1 :] absurd(C) ← p1v (X
Retropropagation of absurd contexts Finally, we say that
if the base context is absurd, then every atom valid in
that context is forbidden. For every predicate p ∈ V,
~ ← pc (X),
~ absurd(base).
we have the rule [C2 :] pn (X)
For other absurd contexts, only selectable unchosen atoms

of that specific context are forbidden. For every pred~
icate p ∈ V, we have the rule [C3 :] pn (X)
←
~
~
~
ps (X), not pc (X), pv (X, C), context(C), absurd(C).
Visualization strategy Those configurable rules provide the
user strategy to define which atoms (of form pd ) are displayable, i.e. can appear or not in the visualization of the
“repairs”. Whatever the strategy chosen, only displayable
atoms that are valid in the base context will be displayed
(i.e. added using the original vocabulary). This is encoded,
~ ←
for each predicate name p ∈ V, by the rule [D:] p(X)
~ pv (X,
~ base). We provide here two such strategies:
pd (X),
DISP1 says that every initial atom is displayable. For ev~ ←
ery predicate name p ∈ V, we have a rule [V1 :] pd (X)
~ DISP2 says that every ground possible atom is dispi (X).
playable. For every predicate name p ∈ V, we have a rule
~ ← pg (X).
~
[V2 :] pd (X)
Example 6. Let K = (F, R, N ) be a knowledge
base such that F = {p(a), q(a)}, Rsk = {p(X) →
r(X, f (X)), q(X) → s(X), r(X, Y ) → t(X)} and
N = {r(X, Y ), q(X) → ⊥}. The original vocabulary of K
contains the predicate names {p, q, r, t}.
The initial facts are pi (a). and qi (a).
The rules encoding the positive closure are those of
form P1 for initialization (we restricted those to the predicates appearing in initial form): pp (X) ← pi (X).
and qp (X)
←
qi (X)., those of form R1 for
propagation: rp (X, f (X)), f ct(f (X))
←
pp (X).
sp (X) ← qp (X). tp (X) ← rp (X, Y ). and those
of form P2 to detect ground atoms: pg (X) ←
pp (X), not f ct(X). qg (X)
←
qp (X), not f ct(X).
rg (X, Y ) ← rp (X, Y ), not f ct(X), not f ct(Y ). sg (X) ←
sp (X), not f ct(X). tg (X) ← tp (X), not f ct(X).
Two selection strategies are possible. With SEL1 we
have the rules ps (X) ← pi (X). and qs (X) ← qi (X).
With the strategy SEL2 we have: ps (X) ← pg (X).
qs (X) ← qg (X). rs (X, Y ) ← rg (X, Y ). ss (X) ← sg (X).
and ts (X) ← tg (X).
The choice rules are pc (X) ← ps (X), not pn (X).
qc (X)
←
qs (X), not qn (X). rc (X, Y )
←
rs (X, Y ), not rn (X, Y ). sc (X) ← ss (X), not sn (X).
tc (X) ← ts (X), not tn (X).
For the definition of contexts, we have the rules of form
P4 defining the base context pv (X, base) ← pc (X).
qv (X, base) ← qc (X). rv (X, Y, base) ← rc (X, Y ).
sv (X, base) ← sc (X). tv (X, base) ← tc (X).
the rules of form P5 defining other contexts
pv (X, ctx(p, X)),
context(ctx(p, X))
←
ps (X),
not pc (X).
qv (X, ctx(q, X)),
context(ctx(q, X))
←
qs (X),
not qc (X).
rv (X, Y, ctx(r, X, Y )),
context(ctx(r, X, Y )) ← rs (X, Y ), not rc (X, Y ).
sv (X, ctx(s, X)),
context(ctx(s, X))
←
ss (X),
not sc (X). tv (X, ctx(t, X)), context(ctx(t, X)) ←
ts (X), not tc (X). and the rules of form P6 encoding
inheritance of base context pv (X, C) ← pv (X, base),
context(C). qv (X, C) ← qv (X, base), context(C).
rv (X, Y, C) ← rv (X, Y, base), context(C). sv (X, C)
← sv (X, base), context(C). tv (X, C) ← tv (X, base),

context(C).
The context closure will be computed with the
rules of form R2 rv (X, f (X), C) ← pv (X, C).
sv (X, C) ← qv (X, C). tv (X, C) ← rv (X, Y, C).
and inconsistencies will be detected by the rule of form C1
absurd(C) ← rv (X, Y, C), qv (X, C).
Retropropagation of absurd contexts is handled by
rules of form C2 pn (X) ← pc (X), absurd(base).
qn (X) ← qc (X), absurd(base). rn (X, Y ) ← rc (X, Y ),
absurd(base). sn (X) ← sc (X), absurd(base). tn (X) ←
tc (X), absurd(base). and C3 pn (X) ← ps (X), not pc (X),
pv (X, C), context(C), absurd(C). qn (X) ← qs (X),
not qc (X), qv (X, C), context(C), absurd(C). rn (X, Y )
← rs (X, Y ),not rc (X, Y ), rv (X, Y, C), context(C),
absurd(C). sn (X) ← ss (s), not sc (X), sv (X, C),
context(C), absurd(C). tn (X) ← ts (s), not tc (X),
tv (X, C), context(C), absurd(C).
Finally, display rules contain the rules of form D p(X) ←
pd (X), pv (X, base). q(X)
←
qd (X), qv (X, base).
r(X, Y )
←
rd (X, Y ), rv (X, Y, base). s(X)
←
sd (X), sv (X, base). t(X)
←
td (X), tv (X, base).
And the choice of strategy DISP1 with rule
pd (X) ← pi (X). qd (X) ← qi (X). rd (X, Y ) ← ri (X, Y ).
sd (X) ← si (X). td (X) ← ti (X). or of strategy
DISP2 with rules pd (X) ← pg (X). qd (X) ← pg (X).
rd (X, Y ) ← rg (X, Y ). sd (X) ← sg (X). td (X) ← tg (X).

5.2

General form of the computation tree of Π

Let us now examine what is happening during a computation
of such a program Π. We first point out that we can evaluate rules in a particular order: 1) the positive closure rules
of form P1 , 2) those of form R1 , 3) those of form P2 , 4) the
selection rules, 5) the choice rules of form P3 , 6) the definitions of contexts of form P4 , 7) those of form P5 , 8) those
of form P6 , 9) the context closure of form R2 , 10) and those
of form C1 , 11) the retropropagation rules of form C2 and
12) C3 , and 13) the visualization rules. Indeed, we can check
that, if i < j are two of those steps, no rule evaluated at step
j can trigger a new application of a rule that was evaluated
at step i. This will not always be the case with any selection rules provided by an user, but this property is satisfied
by the strategies SEL1 and SEL2 presented here. Among
all equivalent computation trees, we will thus consider those
that respect that particular order: The natural computations
of Π.

the rule R1 , IN (root) = Fi ∪ (Cl(F, R))p ∪ {f ct(t), t 6∈
basic terms of Cl(F)}. We develop the computation tree
using the rule P2 , starting from the root, for each node n
we look for an homomorphism σ in IN (root) such that
σ(Xi ) = ti where ti is a grounded term. Two cases hold:
• case 1: ∃ti such that f ct(ti ) ∈ IN (root). This is the
blocked case of the computation tree given in Section 3.3.
The node is not changed.
• case 2: @ti such that f ct(ti ) ∈ IN (root). This is the
choice case in the computation tree given in Section
3.3. The node n has two children n1 and n2 such that
IN (n1 ) = IN (n) ∪ {pg (t1 , · · · , tk )}, OU T (n1 ) =
OU T (n) ∪ {{f ct(t1 )}, · · · , {f ct(tk )}}, M BT (n1 ) =
M BT (n) and IN (n2 ) = IN (n), OU T (n2 ) =
OU T (n), M BT (n2 ) = M BT (n) ∪ {f ct(t1 ) ∨ · · · ∨
f ct(tk )}.
Note that we get all f ct(ti ) that could be generated and
there will be no other way to obtain others.
According to the properties given in Section 3.4 none of the
f ct(ti ) in M BT (n2 ) can be proved therefore this branch
cannot lead to a valid branch.
At the end of Step 3, the computation tree only has one
branch that could lead to a valid branch and therefore to
an anwser set. Since there is a finite number of atoms
without function symbol, this only branch is finite and
l denotes its leaf and IN (l) = Fi ∪ (Cl(F, R))p ∪
{f ct(t)|
t is a functional term of Cl(F, R)}
∪
({a ∈ Cl(F, R)|a is a basic atom})g , OU T (l) =
{{f ct(t)}|t is a functional terms of Cl(F, R)}
and
M BT (l) = M BT (n).
As no further development of the computation tree can
add any atom with predicate name f ct(t), the result of any
branch having the node l as ancestor will satisfy OU T (l).
Thus, in the following, we will ignore OU T (l). Note that
though the branch is infinite, the number of applications of
the positive rules used for generating the IN field of each
node, in particular the rules encoding the positive closure,
can be infinite. However, this is not the case when the initial
rules satisfy the acyclicity condition presented in (Baget et
al. 2014a).

Proposition 1. Let K = (F, R, N ) be a knowledge base,
and let Π be the ∃-ASP program obtained from the above
encoding. At the end of Step 3 the natural computation tree
corresponding to Π only has one finite branch that could
lead to a full valid branch.

Example 7. (Example 6, continued) At the end
of Step 3 the computation tree has only one
branch and l denotes its leaf. We have IN (l) =
{pi (a), qi (a), pp (a), qp (a), rp (a, f (a)), f ct(f (a)),sp (a),
tp (a), pg (a), qg (a), sg (a), tg (a)}, OU T (l) = {{f ct(a)}}
and M BT (l) = {f ct(f (a))}. Note that this branch may
lead to a full valid branch since IN (l) satisfies OU T (l)
and IN (l) satisfies M BT (l).

Proof. The computation of Π is a binary tree. Initially the
root is such that IN (root) = Fi , OU T (root) = ∅,
M BT (root) = ∅. After |Fi | applications of the rule P1 ,
IN (root) = Fi ∪ Fp , since the rule P1 is positive (the negative body of P1 is empty) OU T (root) and M BT (root)
are unchanged. (In the following in case of positive rule
we do not specify that the fields OU T and M BT do not
change.) After a possible infinite number of applications of

Proof. As shown in Proposition 1 the computation tree corresponding to Π obtained at the end of Step 3 only has

Proposition 2. Let K = (F, R, N ) be a knowledge base,
and let Π be the ∃-ASP program obtained from the above
encoding. Let X be the finite set of selectable atoms obtained
after Step 4. At the end of Step 5 the natural computation
tree corresponding to Π has 2|X| finite branches (each one
determined by the subset Y of the chosen atoms in X).

one finite branch and l denotes its leaf. We start from
l where IN (l), OU T (l) and M BT (l) are given at the
end of the proof of Proposition1. Step 4 proposes two
strategies for selecting the predicates, in order to handle
both cases, we consider the set of atoms X provided by
the selection rules and the field IN is updated with X.
Thanks to the proposed selection rules X is always finite.
The application of the rules P3 leads to the development
of 2|X| sub-branches from l, each one encoding a subset
Y ⊆ X. The branch associated with Y has a leaf denoted by lY1 such that IN (lY1 ) = IN (l) ∪ Y denoted by
IN Y 1, OU T (lY1 ) = OU T (l) ∪ {{pn (~t) | ps (~t) ∈ Y }} and
M BT (lY1 ) = M BT (l) ∪ {(X\Y )n }.

denoted by IN Y 6, the fields OU T and M BT are unchanged. Step 13 proposes two strategies for visualizing
the predicates, with the strategy DISP1 the field IN is
updated such that IN (lY3 ) = IN Y 6 ∪ {pd (~t) | pi (~t) ∈ Fi },
while with the strategy DISP2 the field IN is updated such
that IN (lY3 ) = IN Y 6 ∪ {pd (~t) | pg (~t) ∈ (Cl(F, R))p }.
Finally the display rule D updates the field IN , thus
IN (lY3 ) = IN Y 7 ∪ {p(~t)} where p is valid in the base
context and pd (~t) has been selected by a visualization strategy. At the end of Proposition 1 the branch is finite though
each node can encode an infinite number of applications of
positive rules.

The development of the computation tree corresponding
to Example 6 is given in the Annex.

As a preliminary remark, and since all the branches of the
computation tree are finite, let us point out that we can thus
use the characterization of the validity given in Section 3.4
using the leaves of that tree. The branch associated with Y
is OU T − valid if and only if IN (lY3 ) satisfies OU T (lY3 ).
Moreover, the branch associated with Y is M BT − valid if
and only if IN (lY3 ) satisfies M BT (lY3 ).

Proposition 3. Let K = (F, R, N ) be a knowledge base,
and let Π be the ∃-ASP program obtained from the above
encoding. Let lY1 be the leaf of a branch obtained after Step
5 of the natural computation tree. Then lY1 can lead to at
most one valid full branch, which is finite.
Proof. We now consider the development of the
computation tree from lY1 . The application of the
rules P4 introduces the base context and since
they are positive only the field IN is updated, thus
IN (lY1 ) = IN Y 1 ∪ {pv (~t, base) | p(~t) ∈ Y }. The rules
P5 introduce the contexts different from the base context.
These are choice rules however like in the case of rules
P2 no other application of rules can generate chosen
predicates (pc (~t)) therefore there is only one branch that
can eventually lead to a valid branch and lY2 denotes its
leaf. Note that this branch is finite because X is finite.
Thus IN (lY2 ) = IN (lY1 ) ∪ {pv (~t, ctx(p, ~t)) | p(~t) ∈
X\Y } ∪ {context(ctx(p, ~t)) | p(~t) ∈ X\Y }, denoted
by IN Y 2, the fields OU T and M BT are unchanged.
The application of the rules P6 updates the field IN ,
thus IN (lY2 ) = IN Y 2 ∪ {pv (~t, c)) | p(~t) ∈ Y }, denoted by N Y 3, where c is a constant different from
base. The application of rules R2 updates the field
IN , thus IN (lY2 ) = IN Y 3 ∪ {pv (~t, base) | p(~t) ∈
Cl(Y, R)} ∪ {pv (~t, c) | c = ctx(q, ~u), c 6= base and p(~t) ∈
Cl(Y ∪ {q(~u)}, R)}, denotes IN Y 4. The application of
the rules C1 updates the field IN , thus IN (lY2 ) = IN Y 4 ∪
{absurd(base) | Cl(Y, R)
violates a constraint} ∪
{absurd(c) | c = ctx(q, ~u), c 6= base and Cl(Y ∪
{q(~u)}, R) violates a constraint}, denoted by IN Y 5.
The application of the rules C2 updates the field IN ,
thus IN (lY2 ) = IN Y 5 ∪ Yn if Cl(Y, R) violates a
constraint or IN (lY2 ) = IN Y 5 otherwise. The rules
C3 introduce the forbidden predicates These are choice
rules however like in the case of rules P4 no other application of rules can generate chosen predicates (pc (~t))
therefore there is only one branch that can eventually
lead to a valid branch. lY3 denotes its leaf. Note that
this branch is finite because X is finite. Thus IN (lY3 ) =
IN (lY2 )∪{pn (~t) | Cl(Y ∪pc (~t), R) violates a constraint}

5.3

Computation tree of Π and repairs

Theorem 3. Let K = (F, R, N ) be a knowledge base. Let
Π be the ∃-ASP program obtained from K according to the
above encoding. Let Y be a subset of the set of selectable
atoms X. The full branch of the computation tree corresponding to Π, associated with Y is valid if and only if Y
is a maximal subset of X such that Cl(Y, R ∪ N ) 6|= ⊥.
Proof. By hypothesis Y ⊆ X, thus by Proposition 3 the
computation tree provides a full branch associated with Y
and l denotes its leaf.
We prove the first the direction by contraposition. If
Cl(Y, R ∪ N ) |= ⊥ then ∃N ∈ N such that Cl(Y, R) |= N
thus absurd(base) ∈ IN (l), thus ∀p(~t) ∈ Y we have
pn (~t) ∈ IN (l) and pn (~t) ∈ OU T (l) therefore the branch
associated with Y is not OU T − valid.
Suppose now that Cl(Y, R ∪ N ) 6|= ⊥ but there exists p(~t) ∈ X\Y such that Cl(Y ∪ {p(~t)}, R ∪ N ) 6|=
⊥ thus pv (~t, ctx(p, ~t)) ∈ IN (l) and we cannot obtain
absurd(ctx(p, ~t)). However pn (~t) could only be obtained
from absurd(ctx(p, ~t)), pn (~t) 6∈ IN (l) but since p(~t) ∈
X\Y , pn (~t) ∈ M BT (l) therefore the branch is not M BT −
valid.
We now prove the other direction:
Let Y be a maximal subset of X such that Cl(Y, R ∪ N ) 6|=
⊥. Thus absurd(base) 6∈ IN (l) and ∀p(~t) ∈ Y , pn (~t) 6∈
IN (l). Since OU T (l) = {{pn (~t) | p(~t) ∈ Y }} then the
branch associated with Y is OU T − valid.
Y is maximal w. r. t. set inclusion thus ∀q(~u) ∈
X\Y we have Cl(Y ∪ {q(~u)}, R ∪ N ) |= ⊥, thus
absurd(ctx(q, u)) ∈ IN (l), thus qn (~u) ∈ IN (l) and since
q(~u) ∈ X\Y then qn (~u) ∈ M BT (l) therefore the branch
associated with Y is M BT − valid.
We did not discuss yet the effects of the selection and visualization strategies on the results of our program. If we
select the atoms with Strategy SEL1 then X is exactly the

set F . If we select the atoms with Strategy SEL2 then X is
exactly the ground closure of F . According to Theorem 3,
using Strategy SEL1 the result of the branch associated with
Y is an answer if and only if Y is maximal consistent subset of F while using Strategy SEL2 the result of the branch
associated with Y is an answer if and only if Y is maximal
consistent subset of the ground closure of F .
When displaying atoms with Strategy DISP1 the restriction of the answer set associated with a branch Y to the predicates of the original vocabulary is exactly Cl(Y, R) ∩ F
while displaying the atoms with Strategy DISP2 the restriction of the answer set associated with a branch Y to the predicates of the original vocabulary is exactly Cl(Y, R).
Let Π be an ∃-ASP program obtained from the above encoding. Let AS be an answer set of Π, ρ(AS) denotes the
restriction of AS to the original vocabulary V and ρ(Π) =
{ρ(AS) | AS ∈ AS(Π)}.
Corollary 1. Let K = (F, R, N ) be knowledge base.
• Let Π1 be the ∃-ASP program obtained from the above
encoding using strategy SEL1 for the selection and strategy DISP1 for the visualization. Then ρ(Π1 ) is the set of
repairs of K.
• Let Π5 be the ∃-ASP program obtained from the above
encoding using strategy SEL1 for the selection and strategy DISP2 for the visualization. Then ρ(Π5 ) is the set of
closed repairs of K.
• Let Π7 be the ∃-ASP program obtained from the above
encoding using strategy SEL2 for the selection and strategy DISP2 for the visualization. Then ρ(Π7 ) is the set of
repairs of the closure of K.
Example 8. The selection strategy S1 allows one to select the predicates in F and provides the set {ps (a), qs (a)}
while the selection strategy S2 allows one to select the
predicates in the grounded closure of F and provides the
set {ps (a), qs (a), ss (a), ts (a)}. Each subset of the selected
predicates is then considered and may appear to an answer
set as long as it does not appear in a constraint. The visualization strategy V1 allows one to display valid predicates
within the base context which belong to F while the visualization strategy V2 allows one to display valid predicates
within the base context which belong to grounded closure of
F.
Selecting the strategy S1 and the visualization strategy V1
we obtain an ∃-ASP program denoted by Π1 such that the
answer sets restricted to the original vocabulary are {p(a)}
and {q(a)}. Note that they correspond to the repairs of K.
Details on the computation tree are given in Annex 1.
Selecting the strategy S1 and the visualization strategy
V2 we obtain an ∃-ASP program denoted by Π5 such that
the answer sets restricted to the original vocabulary are
{p(a), t(a)} and {q(a), s(a)}. Note that they correspond to
the closed repairs of K.
Selecting the strategy S2 allows one to select the predicates from F and X = {ps (a), qs (a), ss (a), ts (a)}. The
computation tree develops 16 branches, each one encoding a subset of Y of X. Only two of them are full valid
branches. With the visualization strategy V2 we we obtain
an ∃-ASP program denoted by Π7 such that the answer sets

restricted to the original vocabulary are {p(a), s(a), t(a)}
and {q(a), s(a), t(a)}. Note that they correspond to the repairs of the closure of K.

5.4

Other strategies

We have presented here a generic encoding of a knowledge
base K into an ASP program that computes different kind
of repairs of K, according to the different selection rules
and display rules we have chosen in that encoding. This
generic ASP program could take into account other possible select/display rules to achieve different outcome. For instance, let us consider the following set of rules:
• Selection rules: the user defines all “optional” atoms with
rules of form
~ ← pi (X).,
~ all atoms of F with predicate name
– ps (X)
p are optional
– ps (~a) ← pi (~a)., the atom p(~a) of F is optional
and then asserts that every atom of F that is not optional
is mandatory. For every predicate name p, there is a rule
of form
~ base) ← pi (X),
~ notps (X).
~
– pv (X,

• Display rules: the user can use rules similar to the selection rules to display only optional atoms of F
With such a set of select/display rules, the program Π will
admit an answer set only when the subset M of mandatory
atoms of F (i.e. those that are not declared optional) is consistent w.r.t. (R, N ), and in that case, if AS is an answer set
of Π, ρ(AS) will be an inclusion-maximal subset F 0 of F
such that M ∪ F 0 is consistent w.r.t. (R, N ).
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Conclusion

This paper presented a generic encoding in ∃-ASP of
repair-based techniques for inconsistent knowledge bases
expressed within the formalism of existential rules. We focused on three kinds of repairs that allows for computing
query answering with these semantics. The main semantics
are AR, IAR, CAR, ICAR and ICR semantics (Arenas et al.
1999; Lembo et al. 2010; Bienvenu 2012) they respectively
correspond to h◦1 , ∀i, h◦1 , ∩i, h◦7 , ∀i h◦7 , ∩i and h◦5 , ∩i
within the unified framework proposed for inconsistencytolerant semantics. Indeed these semantics can be rephrased
in our framework as follows: Let K be a knowledge base
and let q and qv be first order formulas, where qv is obtained
from q by replacing each predicate p(~t) occurring in q by
pv (~t, base) we have:
• K |=h◦1 ,∀i q iff ∀AS ∈ AS(Π1 ), qv ∈ AS.
• K |=h◦1 ,∩i q iff qv ∈ ∩ASi ∈AS(Π1 ) ASi .

• K |=h◦7 ,∀i q iff ∀AS ∈ AS(Π7 ), qv ∈ AS.
• K |=h◦7 ,∩i q iff qv ∈ ∩ASi ∈AS(Π7 ) ASi .

• K |=h◦5 ,∩i q iff qv ∈ ∩ASi ∈AS(Π5 ) ASi .
A future work will be dedicated to the implementation and experimentation of the poposed encoding with
ASP eRiX (Lefèvre et al. 2015). Another interesting issue
is the extension of this encoding to the modifiers proposed

within the unified framework for inconsistency-tolerant
query answering stemming from the selection modifier
based on cardinality.
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Annex 1
This Annex details Example 6 and povides the answer sets.
We remind that at the end of Step 3 the computation tree has
only one branch and l denotes its leaf. We have IN (l) =
{pi (a), qi (a), pp (a), qp (a), rp (a, f (a)), f ct(f (a)), sp (a), tp (a),
pg (a), qg (a), sg (a), tg (a)}, OU T (l) =
{{f ct(a)}} and
M BT (l) = {f ct(f (a))}. Note that IN (l) satisfies M BT (l).
Step 4 provides the selection strategy. The strategy SEL1 allows
one to select the predicates from F and X = {ps (a), qs (a)}.
The IN field is updated with X and IN (l)
=
{pi (a), qi (a), pp (a), qp (a), rp (a, f (a)), f ct(f (a)), sp (a), tp (a),
pg (a), qg (a), sg (a), tg (a), ps (a), qs (a)}.
The computation tree at Step 5 develops 4 branches, each one
encoding a subset of Y of X.
Let Y = {ps (a)}, the branch associated with Y has a
leaf denoted by lY1 such that IN (lY1 ) = IN (l) ∪ {pc (a)},
OU T (lY1 ) = {{pn (a)}} and M BT (lY1 ) = M BT (l)∪{qn (a)}.
We now consider the development of the computation tree from
lY1 . The application of the rule P4 which intoduces the base
context and the field IN is updated with pv (a, base). The rules
P5 which intoduce the other context is a choice rule, however
there is only one branch since no other rule can genererate chosen
predicates, therefore we have a new leaf lY2 such that IN (lY2 ) =
IN (lY1 ) ∪ {pv (a, base), qv (a, ctx(q, a)), context(ctx(q, a)),
rv (a, f (a), ctx(r, a, f (a))), context(ctx(r, a, f (a))),
sv (a, ctx(s, a)),
context(ctx(s, a))
,
tv (a, ctx(t, a)), context(ctx(t, a))},
OU T (lY2 )
=
{{pn (a)}, {qc (a)}, {sc (a)}, {tc (a)}} and M BT (lY2 )
=
M BT (l) ∪ {qn (a)}. The rules P6 propage the validity from
the base context to other contexts and the field IN is updated
with pv (a, ctx(q, a)), pv (a, ctx(r, a, f (a))), pv (a, ctx(s, a)) and
pv (a, ctx(t, a)) The rules R2 propagate the validity via the rules
of Rsk and the field IN is updated with rv (a, f (a), base),
rv (a, f (a), ctx(q, a)),
rv (a, f (a), ctx(r, a, f (a))),
rv (a, f (a), ctx(s, a)), rv (a, f (a), ctx(t, a)), sv (a, ctx(q, a)),
tv (a, base),
tv (a, ctx(q, a)),
tv (a, ctx(r, a, f (a))),
tv (a, ctx(s, a)) and tv (a, ctx(t, a)). The rule C1 apply the
constraint and the field IN is updated with absurd(ctx(q, a)).
The rule C3 introduces fordidden predicates. This is a choice rule
however there is only one branch since no other rule can genererate
forbidden predicates, therefore we have a new leaf lY3 such that
IN (lY3 ) = IN (lY2 ) ∪ {qn (a)}, OU T (lY3 ) = OU T (lY2 ) and
M BT (lY3 ) = M BT (lY2 ). Step 13 provides the visualisation
strategy. The strategy V1 updates field IN with pd (a) and qd (a)
and the rule D updates field IN with p(a). The strategy V2
updates field IN with pd (a), qd (a), sd (a) and td (a) and the rule

D updates field IN with p(a) and t(a). In both cases the branch
is full, OU T − valid and M BT − valid therefore it is valid. We
only detailed the branch associated with Y = {ps (a)}, the other
branches can be developed similarly. The branch associated with
Y = {ps (a)} and the one associated with Y = {qs (a)} are the
two only full valid branches.
Selecting the strategy SEL1 and the visualization strategy
DISP1 we obtain an ∃-ASP program denoted by Π1 such that the
answer sets restricted to the original vocabulary are {p(a)} and
{q(a)}. Note that they correspond to the repairs of K.
Selecting the strategy SEL1 and the visualization strategy
DISP2 we obtain an ∃-ASP program denoted by Π5 such that the
answer sets restricted to the original vocabulary are {p(a), t(a)}
and {q(a), s(a)}. Note that they correspond to the closed repairs
of K.
Selecting the strategy SEL2 allows one to select the predicates
from F and X = {ps (a), qs (a), ss (a), ts (a)}. The computation
tree develops 16 branches, each one encoding a subset of Y of
X. Only two of them are full valid branches. With the visualization strategy DISP2 we we obtain an ∃-ASP program denoted by
Π7 such that the answer sets restricted to the original vocabulary
are {p(a), s(a), t(a)} and {q(a), s(a), t(a)}. Note that they correspond to the repairs of the closure of K.

